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Abstract

Past returns contain rich information about future returns. I propose an approach to estimate

expected returns based on the full history of past returns, which is able to outperform the prevailing

mean benchmark on a consistent basis, over long sample periods, and with monthly out-of-sample

R2 statistics of at least 2% and annualized utility gains greater than 300 basis points. My approach

allows for correlated shocks between unexpected and expected returns and ties expected return

variations to business-cycle fluctuations. These properties generate different persistence, volatility,

and serial correlation of expected returns across economic states and determine how the information

in lagged returns is used to predict future returns. My approach has important implications for

standard predictive regressions.
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1 Introduction

A vast amount of literature exists on trying to forecast the equity premium using a plethora of

predictors and forecasting methods with attempts going back as far as 1920 (e.g., Dow 1920).

Recent studies have taught us that, to successfully predict the market, a forecaster must deal with

substantial model uncertainty and parameter instability surrounding the constantly changing data-

generating process of the equity premium (see Rapach, Zhou et al. (2013) for a survey article).

In this erratic environment, one result seems to be the norm: most of the documented out-of-

sample stock return predictability is unstable over time. Specifically, while most recent studies have

been able to significantly predict the equity premium, this predictability has been concentrated in

relatively short-lived periods, usually in subsamples with deep recessions, with no evidence of return

predictability over long periods of time, making it crucially dependent on the sample split generally

chosen ad hoc.1 Indeed, this ubiquitous result has even opened up a large theoretical and normative

agenda to explain and exploit this seemingly elusive predictability.

In this paper, I show that past returns deliver one of the strongest predictor of the equity risk

premium identified to date. To harness the information in past returns, I develop a parsimonious

Bayesian state-space forecasting model that allows for different persistence, volatility, and serial

correlation of expected returns along the business cycle. The model is able to reliably produce

economically and statistically significant out-of-sample gains. The model forecasts consistently

outperform the prevailing mean benchmark in both recessions and expansions, and is robust to

the chosen sample split. In contrast to previous literature, my results suggest that stock return

predictability is neither a short-lived nor a recessionary phenomenon.

The backbone of the developed forecasting model consists of a dynamic factor model for ex-

pected returns as in Brandt and Kang (2004), Binsbergen and Koijen (2010), Pástor and Stambaugh

(2009), and Rytchkov (2012), among others. That is, I view the equity premium, defined by λ, as

a latent variable, which I extract from the realized market return in excess of the risk-free rate, de-
1To predict out of sample, a given data set has to be split into an in-sample and an out-of-sample period. The

former period is used for the initial estimation of the model parameters, while the latter is used to evaluate the
forecast performance. However, as explained in Hansen and Timmermann (2012), the beginning of the evaluation
period is a choice variable of the forecaster and as such can be data mined. This is of special concern in the stock
return predictability literature since most of the predictors exhibit significant out-of-sample predictive content in
specific periods of the business cycle.
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noted by re, using optimal filtering techniques. The model features two likely properties of expected

returns. The first is an economic identity and assumes correlated shocks between unexpected and

expected returns. I show that this correlation, measured by the correlation parameter ρλ,re , can be

identified by fixing the variance of the latent equity premium relative to the variance of the realized

excess returns (hereafter φ). In the data these two shocks are negatively correlated (i.e., ρλ,re < 0),

implying that positive shocks to expected returns are accompanied by negative unexpected returns,

or put differently, when discount rates rise, asset prices tend to fall. The second property of ex-

pected returns, which this paper shows to substantially improve the estimates of equity premium,

is a prior belief and ties expected return variations, φ, to business-cycle fluctuations.

These two properties play a key role in determining how the information in past return

shocks is used to form an estimate about future returns. Suppose an investor is currently observing

a sequence of positive return shocks, for instance during the dotcom bubble or, more recently, from

the time of Donald Trump’s election to the time in which this paragraph was written in October of

2017, when he tweeted "WOW!" in reference to the soaring U.S. stock market since Inauguration

Day.2 Does the investor see the ongoing rally in this bull market as a bullish or bearish indicator?

That is, does she increase or decrease her expectations about future returns? The answer to these

questions depends on her assessment of the relative magnitude of φ and ρλ,re , which generate two

offsetting effects on the estimate of expected returns. On the one hand, if she believes that expected

returns are not currently moving much (low φ), then she might think that expected returns have

actually decreased, provided that ρλ,re < 0. In this case, the reason for the higher-than-expected

realized returns is that expected returns or discount rates actually fall, causing an increase in prices

that ultimately induce the positive return news. Under these belief, the investor sees the sequence

of positive return shocks as a bearish indicator, that is, returns exhibit time-series reversal, and she

thus negatively weights the positive return news to predict next period’s returns. On the other hand,

if she believes that expected returns exhibit considerable variation (high φ), then the correlation

channel is dominated and she might expect higher returns in the future. Under this bullish view,

returns exhibit time-series momentum and the investor positively weights lagged return news to

forecast the market.
2realDonaldTrump. (2017, October 17). WOW! [Tweet] https://twitter.com/realDonaldTrump/status/

920425695507042305
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To incorporate these two likely properties of expected returns, I propose a novel forecasting

strategy. Specifically, I consider a thin grid for φ of size Nφ, which generates different estimates of

the unobserved equity premium. Each of these Nφ estimates differs in the amount and way in which

lagged returns are considered for the optimal extraction of the equity premium, λ. I combine these

Nφ individual forecasts into a single predictor via a forecast combination approach, in which the

forecasting weights are a function of the expected state of the economy and of the prior beliefs about

variations in φ.3 Chief among these prior beliefs is that predictability is higher during recessions

than in expansions (e.g., Cujean and Hasler 2017; Gargano 2013). That is, the i-th equity premium

forecast associated with φi (the i-th element of the grid for φ) receives positive weight if the economy

is expected to be in an expansion (recession) during the following period and φi is sufficiently low

(high).4 Switching from low to high and from high to low along the business cycle is what I term

riding the risk premium. Importantly, I show that these prior beliefs can be updated by taking the

out-of-sample gains as the over-identifying restrictions.

My forecasting strategy ties variations in φ to business-cycle fluctuations and highlights an

aspect of expected returns that has been widely ignored in the return predictability literature: Past

returns contain rich information about future returns in an out-of-sample setting. My forecasting

strategy, under the prior beliefs that φ increases in recessions (hereafter Low-High), achieves a

striking degree of predictability for one-month returns. Using data from 1926:07 to 2016:12, Low-

High forecasts achieve an out-of-sample predictive R2
OS of 2.17% for monthly returns and annualized

utility gains of around 361 basis points for a mean-variance investor with a relative risk aversion

coefficient of three. I used the pre-1995 period as a training window, and I recursively forecasted

returns starting in January 1995 and ending in December 2016. However, I show that these out-

of-sample gains are robust to alternative sample splits, that is, independent of the investor’s ad-

hoc decision of where to start her forecast evaluation period: the Low-High forecasts consistently

outperforms the prevailing mean benchmark.

I further establish the robustness of my forecasting method in three different ways. First, I
3To make the forecasting weights operational I need to have an estimate of the expected state of the economy.

To this end, I estimate a dynamic factor model with Markov switching, using four monthly series for the United
States similar to Diebold and Rudebusch (1994) and Kim and Nelson (1998). The estimation of the model delivers
out-of-sample probability estimates of being in a period of broad economic contraction (recession). To check the
robustness of this result, I also use the ex-post measure of the NBER recessionary index.

4I state that φi is sufficiently low (high) if the Kalman gain at time t, κt,i, associated with φi is lower (higher)
than a negative (positive) threshold. This is explained in more detail in Section 2.5.2.
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show that an investor can update her prior beliefs about time-varying stock return predictability

over the business-cycle by comparing the out-of-sample gains obtained under those beliefs. An

investor would need around 15 years of data to update her priors: If she started her forecasting

exercise in the 1960s, then by 1975 she would have realized (after a long expansion and two crisis)

that allowing for higher expected return variability in economic downturns consistently generated

the highest out-of-sample gains. Second, the Low-High forecast outperforms a host of common

alternative predictors used in the literature including the short interest predictor (hereafter SII)

of Rapach, Ringgenberg, and Zhou (2016), arguably the strongest known predictor. Consistent

with the literature (e.g., Dangl and Halling (2012); Henkel, Martin, and Nardari 2011; Rapach,

Strauss, and Zhou 2010; Rapach et al. 2013; Rapach et al. 2016), most of my predictability comes

from recessionary periods. In contrast to this literature, however, the striking degree of my model’s

predictability stems predominantly from being able to also predict market returns during expansions

withR2
OS of around 0.90%.5 This result suggests that stock return predictability is not a recessionary

phenomenon.6 Third, I raise the out-of-sample hurdle test by considering rolling window estimates

of the out-of-sample R2
OS statistic. The shorter the selection window, the more likely it is that

the R2
OS statistic identifies short-term predictability. Based on this measure, the Low-High forecast

outperforms the prevailing mean benchmark on a consistent basis even for selection windows as short

as 12 months. This result suggests that stock return predictability seems not to be a short-lived

phenomenon.

For these results, I only used the information contained in lagged returns (and the state of

the business cycle). While this modeling assumption can be considered restrictive since it ignores

the information contained in observed predictors, xt, which might sharpen inference about expected

returns, it allows me to highlight the important role of past returns in predicting future ones.

Having established this result, I extend the forecasting model to include this potentially relevant

information. The extended forecasting model is related to the predictive system of Pástor and

Stambaugh (2009), which I complement by allowing for different variations of expected returns
5These are large statistical values for out-of-sample predictions, comparable in magnitude to unconditional esti-

mates reported in previous literature, such as the monthly R2
OS of around 0.93% in Kelly and Pruitt (2013), who use

a single factor extracted via partial least squares from 100 book-to-market ratios.
6Given that we live in expansions most of the time (approx. 89% for the 1995.01 to 2016.12 forecast evaluation

period), being able to predict reliably in periods of broad economic growth generates substantial unconditional out-
of-sample gains.
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along the business cycle. Under this extension, the optimal estimate of the expected return is a

function not only of lagged return news but also of past shocks to xt. I show that including SII as

an exogenous variable proves to provide better estimates of expected returns as evidenced by the

striking degree of out-of-sample return predictability.7 Under the Low-High prior beliefs, the out-of-

sample forecast generates monthly R2
OS reaching 3.54% and annualized utility gains of around 552

basis points. This predictive system delivers arguably the strongest known predictor of aggregate

stock returns to date.

Why does my forecasting strategy produce such accurate forecasts? A major challenge in

the stock return predictability literature has been to create forecasting strategies that are able to

accommodate model uncertainty and parameter instability (see Spiegel (2008) for a discussion on

this issue). This paper ties parameter variability to business cycle fluctuations. Under our chief

prior belief that predictability increases during recessions, expected returns are more persistent with

lower volatility in their innovations during economic expansions relative to recessions. Interestingly,

given an estimation of the predictive system, I can recover the implied regression coefficients from

a standard predictive regression,

ret+1 = α+ βxt + εt+1,

in which the regression coefficients α and β are estimated via ordinary least squares. In contrast to

predictive regressions, my predictive system shrinks the implied slope coefficient β toward zero dur-

ing expansions, thereby stabilizing the forecast and preventing overfitting in precisely those periods

when expected returns do not tend to fluctuate much. In essence, the predictive system recognizes

that predictive regressions are subject to parameter instability (e.g., Paye and Timmermann 2006;

Rapach and Wohar 2006 ) and allows for large breaks in predictive regression model coefficients and

ties them to the business cycle.

The paper is organized as follows. Section 2 introduces the forecasting strategy. Section 3

describes the data and the estimation approach. In Section 4 I show the out-of-sample forecasting

results. Finally, in Section 5 I extend the forecasting method by including exogenous predictors.

Section 6 concludes.
7Using an encompassing test, I show that common alternative predictors do not contain useful information to

forecast the market return beyond the information already contained in lagged returns via the Low-High forecast.
The only exception to this result is the SII predictor, which proved to have additional relevant information for
forecasting the market return.
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2 Econometric Methodology

2.1 Modeling Expected Returns

In this section I propose the model for expected returns. Let ret+1 be the total return on the

aggregate stock market in excess of the risk free rate from time t to time t+ 1,

ret+1 = λt + εre,t+1, (1)

where λt ≡ Et[ret+1] denotes the unobservable conditional expected excess return (equity premium),

while εret+1
refers to the unexpected excess return. Furthermore, I treat λt as latent and assume

that it follows a first-order autoregressive process:

λt+1 = µλ + ρ(λt − µλ) + ελ,t+1, (2)

where µλ and ρ denote the unconditional mean and persistence of the expected excess return, λt,

respectively, while ελ,t+1 is the shock to expected returns. Finally, the two shocks in the model,

namely, shocks to realized excess returns, εret+1
, and shocks to expected returns, ελ,t+1, are assumed

to be Gaussian and uncorrelated at all leads and lags: (εre,t+1, ελ,t+1)
′ ∼ iidN(0,Σ), with

Σ =

 σ2re σ2reλ

σ2λre σ2λ

 , (3)

where the parameter σ2reλ = ρλ,reσλσre measures the contemporaneous covariance between εret+1
and

ελ,t+1, and where ρλ,re ≡ corr(εre,t+1, ελ,t+1). The correlation parameter ρλ,re is directly linked to

the first key property of expected returns assumed in this paper: Positive shocks to expected returns

(discount rates) are accompanied by negative unexpected return news (price drops) provided that

ρλ,re < 0. In Section 2.2 I describe how ρλ,re affects the way lagged return information is used to

compute the expected return λt, while in Section 2.3 I explain why ρλ,re is likely to be negative.

The main problem of the state-space model described by equations (1) and (2) is that not all

of the parameters in (3) are identified. However, identification can be achieved by slightly restricting

the original parametrization. I turn to this identification problem next.
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2.1.1 Identification. The identification problem of the model (1), (2), and (3) is well understood

(e.g., Pástor and Stambaugh 2009; Binsbergen and Koijen 2010; Rytchkov 2012; Aruoba, Diebold,

Nalewaik, Schorfheide, and Song 2016) and arises because I assume two shocks with a general

correlation structure and only one observable. For instance, I can make the expected return more

volatile (increase σ2λ ) without affecting the distribution of the realized return re, by adequately

reducing the volatility of the unexpected returns and the covariance term (decrease σ2re and σ2reλ).

Nevertheless, in Appendix B, I show that identification can be achieved by restricting any

element of Σ in (3). Rather than fixing any single element of (3) for which we do not have any

strong prior views on what that value would actually be (a common choice in the literature is to set

ρλ,re to zero) I impose a degenerate prior on the in-sample population R2 defined as the variance

of the latent expected return, λt, relative to the variance of the observed market return, ret+1:

φ =
V ar(λt)

V ar(ret+1)
=

1
1−ρ2σ

2
λ

1
1−ρ2σ

2
λ + σ2re

. (4)

Fixing φ to a specific value allows the identification of ρλ,re . Moreover, φ is also an important

parameter that determines how the information in past returns is used to predict ret+1, as explained

in Section 2.2. Thus, via φ I introduce the second property of expected returns assumed in this

paper: Stock return predictability, φ, is closely tied to the business cycle. In Section 2.4 I argue

why this is a likely property of expected returns.

2.2 The Importance of ρλ,re and φ for Expected Returns

To understand the importance of ρλ,re and φ, it is useful to express λt as a function of past realized

returns. The equations (1) and (2) are already in a state-space form and an appropriately modified

version of the Kalman filter delivers the optimal estimate of the expected return λt, conditional on

the parameters of the model. The Kalman filter operates in two main steps. The first step is known

as the prediction step and consists of computing the expected value of λt conditioned on all realized

excess returns, re, before (but not including) time t information:

Prediction Step: λt|t−1 = E [λt|Ft−1]

= µλ + ρ(λt−1|t−1 − µλ),

(5)
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where Ft−1 denotes the information set at time t− 1. In the second line I use the assumed process

for expected returns from equation (2).

The second step is known as the update step. At time t, after the realization of ret , the

investor updates his estimate for λt by computing its expected value conditioned on all realized

excess returns, re, up to and including time t:

Update Step: λt|t = E [λt|Ft]

= λt|t−1 + κ
(
ret − λt|t−1

)
,

(6)

where κ represents the steady-state Kalman filter gain.8 λt|t is a weighted sum between the estimate

of expected returns at the time t − 1, λt|t−1, and the new information that arrived to the market

at time t, i.e., ret − λt|t−1. The weight that investors give to this new information is determined by

the Kalman gain κ. A κ less than zero negatively associates return forecast errors with expected

returns. In contrast, a κ greater than zero positively weights return news to form an estimate of

expected returns.

Using equations (5) and (6) I can further express λt|t as function of past realized returns:

λt|t = µλ +
t∑

s=1

κρt−s
(
res − λs|s−1

)
(7)

From this equation it is clear that the conditional expected return, λt|t, depends on the full history

of return news. Importantly, the Kalman filter gain, κ, governs the amount by which this news is

incorporated into the optimal extraction of λt|t. Indeed, the role that ρλ,re and φ play in determining

λt|t is via κ.

Unfortunately, there is no closed-form solution for κ. However, to gain some intuition about

how ρλ,re and φ affect κ we can map its sign into the sign of the model autocorrelation function

implied by equations (1) and (2), which I write as follows:

ρ(h) =
Cov(ret+h, r

e
t )

V ar(re)
= ρh

(
φ+ ρλ,re

√
φ(1− φ)

1− ρ2
ρ2

)
. (8)

8I use the steady-state Kalman filter gain for the sake of simplicity. In general, the Kalman gain is also a function
of time.
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ρ(h) can be positive or negative depending on the relative values of the model parameters. To

illustrate this point, panel (a) of Figure 1 shows ρ(1) as function of φ by fixing ρλ,re at −0.95.9

Note that ρ(1) is almost an increasing function of φ, going from negative to positive autocorrelated

excess returns. This result can be understood by noting that there are two offsetting effects on

the assumed process of excess returns affecting the autocorrelation function. The positive term

comes from φ, while the negative component results from the correlation coefficient ρλ,re , provided

that ρλ,re < 0. Hence, returns might exhibit time-series reversal or time-series momentum (e.g.,

Moskowitz, Ooi, and Pedersen (2012)).

[Place Figure 1 about here]

This same intuition can be applied to the sign of the Kalman filter gain, κ. In panel (b)

of Figure 1 I plot κ as function of φ and, as can be seen, κ follows the same pattern as the

autocorrelation function plotted in panel (a): It is negative (positive) for low (high) values of φ and

it is equal to zero at the same φ value for which ρ(h) equals zero. Recall from equation (7) that κ

governs the optimal amount by which return shocks are incorporated in the estimation of the equity

premium. To illustrate this point, I plot the Kalman weights on lagged return news, κρt−s, for three

different values of φ and for a fixed ρλ,re set at -0.95 (panel (c) of Figure 1). If expected returns do

not vary much, say φ=1.0% at the monthly frequency, then κ is less than zero and lagged return

news receive a negative weight when estimating λt|t (see the straight line). On the other hand, if

expected returns vary considerably, say φ = 10.0%, then κ is greater than zero and lagged return

news will be positively weighted (see the dotted line). Finally, when φ is equal to exactly 3.5%, κ

and ρ(h) are equal to zero and the optimal estimate of the conditional expected return λt|t in (7) is

not updated after observing past return news (see the dashed line). Under this knife-edge case, the

optimal estimate of λt|t is equal to the unconditional mean of re for each time-period t and lagged

return news do not provide any useful information.

To gain further insight into this mechanism, suppose an investor observed a sequence of

positive return shocks. In this bull market, does the investor decrease or increase her expectations

about future returns? The answer to this question depends on her assessment of the relative

9With respect to the other model parameters, I fixed V ar(re) =
σ2
λ

1−ρ2 +σ2
re to the observed variance of the market

return in excess of the risk free rate, and ρ = 0.99. See Section 3 for further details.
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magnitude of φ and ρλ,re . On the one hand, if she believes that the variation in expected returns

does not explain much of the variation in realized returns (low φ), then the negative component in (8)

dominates and she might think that expected returns actually decrease, provided that ρλ,re < 0. In

this case, the reason for the higher-than-expected realized returns is that expected returns actually

fall, causing an increase in prices that ultimately induce the positive return news. Under this belief,

the investor sees the sequence of positive return shocks as a bearish indicator, that is, returns

exhibit time-series reversal (panel (a)), and she thus negatively weights the positive return news to

predict next period’s returns (panel (c)). On the other hand, if she believes that expected returns

exhibit considerable variation (high φ), then the positive component in (8) dominates and she might

think that expected returns increase in those periods causing the sequence of positive return shocks.

That is, the recent positive return news might suggest that the returns where generated from a

distribution with a higher conditional mean, provided that expected returns are persistent enough

(as my estimates in Section 3.1 suggest). Thus the sequence of positive return shocks are seen by the

investor as a bullish indicator: returns exhibit time-series momentum (panel (a)) and the investor

positively weights lagged return news to forecast the market (panel (c)).

In sum, for a fixed negative value of ρλ,re , different values for φ generate different optimal

weights on lagged return news used to estimate the conditional expected return. Remarkably, for

low (high) values of φ, returns exhibit reversal (momentum) effects and the investor uses time-series

reversal (momentum) weights on lagged return news to predict next periods returns.

In the next three sections I will explain: i) why I expect ρλ,re to be negative; ii) why it is

reasonable to assume that the value of φ is tied to business-cycle fluctuations; iii) how I incorporate

i) and ii) into a predictive model.

2.3 Why I Expect ρλ,re to be Negative

Pástor and Stambaugh (2009) extensively argue that the correlation between expected, ελ,t+1, and

unexpected, εre,t+1, return news is likely to be negative (i.e., ρλ,re < 0). Similarly, Binsbergen and

Koijen (2010) endogenize ρλ,re < 0 via a present value model. An intuitive reason for this negative

correlation is that asset prices tend to rise when discount rates fall. One way to understand this is
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by using the Campbell (1991) decomposition of unexpected returns, which can be written as:

εre,t+1 ≈ ηCF,t+1 − ηDR,t+1

= ηCF,t+1 −Bελ,t+1 for constant B > 0,

(9)

where ηCF,t+1 and ηDR,t+1 represent unanticipated revisions in expected future cash-flow and

expected-return news, respectively.10 If expected returns follow the process in equation (2), then

ηDR,t+1 is equal to a positive constant times the expected-return news, ελ,t+1, as shown in the second

line of equation (9). Note that if the cash-flow news component, ηCF,t+1, is zero, then ρλ,re = −1.

This is the case, for example, of Treasury bond returns, since their cash-flow components (coupon

payments) are known and fixed at the time the bond is issued. In contrast, since the dividend pay-

ments of stocks are unknown and are not fixed in advance, shocks to stock returns are also driven

by cash-flow shocks.

Pástor and Stambaugh (2009) derive theoretical conditions for ηCF,t+1 and ηDR,t+1 under

which ρλ,re < 0. Specifically,

ρλ,re < 0 ⇐⇒ ρ(ηCF,t+1, ηDR,t+1) <
σ(ηDR,t+1)

σ(ηCF,t+1)
, (10)

where σ(ηDR,t+1) and σ(ηCF,t+1) denote the standard deviation of ηDR,t+1 and ηCF,t+1, respectively.

ρλ,re is expected to be negative if cash flow and discount rate news are negatively correlated or if

discount rate shocks explain more variation in unexpected returns than cash-flow shocks. Lochstoer

and Tetlock (2016) find this correlation to be negative by exploiting the present-value equation

at the firm level and then aggregating it out to the market portfolio level. Their result provides

evidence for ρλ,re < 0 since if ρ(ηCF,t+1, ηDR,t+1) < 0, condition (10) holds trivially, independent

of the variance ratio σ(ηDR,t+1)
σ(ηCF,t+1)

. In this paper, ρλ,re is identified by fixing φ, and my estimates of

around −0.95 (see Section 3.1) under lose priors can be seen as additional empirical support to the

argument of Pástor and Stambaugh (2009).
10This approximation holds for returns. For excess returns we also have a third component related to news about

future interest rates. However, since this term is an order of magnitude smaller, I decided, for simplicity purposes,
to omit it from equation (9).
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2.4 Why φ is Likely to be Tied to Business-Cycle Fluctuations

In theory, stock returns are functions of state variables linked to the real economy. In turn, the real

economy exhibits significant transitions from periods of broad economic growth, called expansions,

to periods of broad economic contractions, called recessions. Thus, if the prices and quantities of

aggregate risk are linked to the real economy, then movements in the real economy will generate

time-varying expected returns (e.g., Campbell and Cochrane 1999; Bansal and Yaron 2004). If these

prices and quantities vary differently across economic expansions and recessions, then stock return

predictability, φ, will be also tied to these business-cycle fluctuations.11

Furthermore, predictability is likely to be higher during recessions than during expansions.

Cujean and Hasler (2017) provide a theoretical argument for this view. In their model, investors

use different models to forecast the business cycle, which leads them to interpret the same news in

different ways. They show that there is a positive relation between these differing interpretations

and future stock returns. Importantly, according to this theory, this relation becomes stronger as

economic conditions deteriorate, giving rise to higher stock return predictability in recessions. Inter-

estingly, this same mechanism also generates time-series momentum in returns, which strengthens

during bad times when return predictability, φ, is high.

Under the prior belief that φ increases during recessions, the equilibrium model of Cujean and

Hasler (2017) and my reduced-form modeling approach share interesting similarities. Specifically,

during bad times φ increases and returns exhibit time-series momentum. In both models, the

investors take advantage of this pattern in returns by timing momentum (i.e., they follow the

market). For instance, the investor in my model positively weights lagged-return news to predict

next period’s returns. Conversely, during good times φ decreases and returns exhibit time-series

reversal.12 In this state of the economy, investors in both models expect reversion in returns and

implement a contrarian strategy; in my model the investor negatively weights lagged-return news

to predict the market.
11The reduced-form model for expected excess returns described by equations (1), (2), and (3) is consistent with

structural asset pricing models that generate persistent expected market return fluctuations as in the long-run risk
model of Bansal and Yaron (2004). However, the original model of Bansal and Yaron (2004) does not generate
different degrees of return predictability in high or low consumption growth periods. This can be fixed, for instance,
by linking expected consumption volatility to left tail events to the cash-flow process as in Gargano (2013).

12In Cujean and Hasler (2017) this is the case just for the autocorrelation of lag 1 (i.e., ρ(1)). In my model, the
autocorrelation function is negative for various lags beyond ρ(1).
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To sum up, the prior belief that φ varies over the business cycle seems likely. How small

should φ be in expansions? How large should φ be in recessions? By how much does φ actually

vary? The degree of stock return predictability over the business cycle is ultimately an empirical

issue that this paper addresses accordingly. As will be shown in Section 4.1, this prior belief can be

updated by taking the out-of-sample gains as the over-identifying restrictions.

2.5 Predictive Model: Riding the Risk Premium

In this section I introduce the predictive model that explicitly allows for time-varying stock-return

predictability over the business-cycle. Specifically, I consider a grid for φ:

φgrid = (φ1, . . . , φNφ)′ with 0 < φ1 < · · · < φNφ � 1. (11)

This generates Nφ different estimates of λt|t,i specified by equations (1), (2), and (3). Each λt|t,i is

an estimate of the expected return at the same time t. These estimates only differ in the way in

which news about lagged returns is considered for the optimal extraction of the conditional equity

premium λ, which is governed (via de Kalman gain κ) by the fixed value of φi.

2.5.1 Out-of-Sample Estimates. The focus of my empirical analysis is on an out-of-sample

forecast implementation. Following Welch and Goyal (2008), I generate an out-of-sample forecast

of the equity premium using an expanding window. That is, I split the total sample period of

size T into two samples. The first sample is called the training sample and consists of the first m

observations {re1, . . . , rem}. The training sample is used to estimate the first set of model parameters

Θ
(m)
φi

=
(
µλ,i,m, ρi,m, σ

2
λ,i,m, σ

2
re,i,m, ρλ,re,i,m

)
(12)

and to form an estimate of the equity premium,
{
λt|t,i

}m−1
t=1

for each fixed φi. The initial out-of-

sample forecast of rem+1 uses the last estimate of the equity premium λm|m,i and the prediction step

in equation (5):

r̂em+1,i = λm+1|m,i = µ̂λ,i,m + ρ̂i,m(λm|m,i − µ̂λ,i,m), (13)
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where µ̂λ,i,m and ρ̂i,m are the estimates of µλ,i and ρi, respectively, using data up to time m. The

second out-of-sample forecast is given by:

r̂em+2,i = µ̂λ,i,m+1 + ρ̂i,m+1(λm+1|m+1,i − µ̂λ,i,m+1) (14)

where µ̂λ,i,m+1, ρ̂i,m+1 and λm+1|m+1,i are estimates based on data up to timem+1:
{
re1, . . . , r

e
m+1

}
.

I proceed in this manner until the end of the sample period, which generates a total of T −m out-

of-sample forecasts of the equity premium. Thus, all the inputs to the t+ 1 forecast are observable

at no later than time t, and this forecast simulates the situation of an investor in real time. I now

proceed to describe how I combine these Nφ forecasts into a single predictor.

2.5.2 Forecast Combination. I combine the Nφ forecasts made at time t to form a single

forecast of ret+1. Specifically, the combined forecast equity premium, r̂et+1,c, is given by:

r̂et+1,c =

Nφ∑
i=1

ωi,tr̂
e
t+1,i, (15)

where {ωi,t}
Nφ
i=1 are the forecasting weights formed at time t, which incorporate the expected state

of the economy together with the prior belief that φ varies along the business cycle. I consider four

different classes of combination weights. The first class is motivated by our chief prior belief that

predictability is higher during recessions. To this end, I specify the following auxiliary weights:

WLow-High
i,t =


1 if Ŝt = 1 and κt,i > κHight,α ≥ 0

1 if Ŝt = 0 and κt,i < κLowt,1−α ≤ 0

0 otherwise.

(16)

The forecasting weights ωLow-High
i,t normalize WLow-High

i,t to guarantee that they sum up to one:

ωLow-High
i,t =

WLow-High
i,t∑Nφ

j=1W
Low-High
j,t

. (17)
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ωLow-High
i,t is a function of the expected state of the economy, Ŝt, and of the prior belief about φ. That

is, the equity premium forecast r̂et+1,i associated with φi receives a positive weight if the economy is

expected to be in an expansion Ŝt = 0 and if the stock return predictability, φi, is sufficiently low.

Conversely, if the economy is expected to be in a recession Ŝt = 1 and φi is sufficiently high, r̂et+1,i

receives a positive weight.13 Hereafter, I will refer to the forecast that uses the ωLow-High
i,t weights

as the Low-High forecast. I say that φi is sufficiently low (high) if the Kalman gain at time t, κt,i,

associated with φi, is lower (higher) than a negative (positive) threshold κLowt,α (κHight,α ), where κLowt,1−α

(κHight,α ) is the (1 − α)-percentile (α-percentile) of all the negative (positive) Kalman gains at time

t. Hence, under ωLow-High
i,t , the investor optimally uses time-series reversal (momentum) weights on

lagged-return news to predict excess returns in expansions (recessions). Switching from Low to High

and from High to Low along the business cycle is what I term riding the risk premium.

Note that the auxiliary weights in equation (16) use the Kalman gain, κ, and not φ. This

is because in the empirical implementation I use a Metropolis-Hastings algorithm for posterior

inference (see Section 3) and, if the grid for φ should be very thin, it could be that for some

parameter draws κt,i > κt,j , despite the fact that φi < φj . Conditioning the weights on κ solves

this problem and guarantees that the weights on lagged-return news are in the right order. To

illustrate this point, Figure 2 plots the distribution of κt,i obtained by using a thin grid for φ.14 In

panel (a), the leave-out percentile α is equal to zero, which implies that all forecasts with positive

Kalman gains (high φ) are considered in recessions, while all negative (low φ) Kalman gains are

used in expansions. These individual forecasts are combined, as shown in equation (17), by taking

the simple average of the individual predictors. In panels (b) and (c) the leave-out percentile α is

set to 40% and 80%, respectively. Note that α creates a wedge between the positive and negative

Kalman gains, which in turn induces more pronounced time-series momentum and reversal weights

on lagged-return news. In Section 4.2, I show that the tuning parameter α improves the forecast in

terms of out-of-sample gains.15

13Conditioning on the state of the economy and on the Kalman filter gain, I decided to equally weight all forecasts
r̂et+1,i. The main reason for this is that simple forecast combination strategies, such as equal weights, have produced
the most reliably accurate predictions. More elaborate forecast combination strategies work in theory, but are not
able to consistently outperform the simple equal weights forecast in practice. See Diebold and Rudebusch (1994),
Timmermann (2006), and Wallis (2011) for surveys and comments on the literature.

14In my empirical empirical applications in Section 3, I considered φgrid = (φ1, . . . , φNφ)′ with 0 < φ1 < · · · <
φNφ with φ1 = 0.2% and φNφ = 10.0% at the monthly frequency for an equally spaced grid of size 0.2%.

15Alternatively, the tuning parameter α can be seen from a portfolio selection perspective. In which I divide the
return forecast into different percentiles, where the sorting variable is the value of the Kalman gain, κi, and I consider
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[Place Figure 2 about here]

The three remaining classes of combined forecasting weights are given by: ωLow-Low
i,t , ωHigh-Low

i,t

and ωHigh-High
i,t . The weights ωLow-Low

i,t and ωHigh-High
i,t are not conditioned by the state of the economy,

Ŝt, and take an average of those forecasts that have Low (κt,i < κLowt,1−α) or High (κt,i > κHight,α )

predictability, respectively. The final class, ωHigh-Low
i,t , does condition on Ŝt, but it takes an opposite

view of what our prior belief –that φ increases in recessions– suggests is reasonable. In this fourth

class, the forecast r̂et+1,i receives a positive weight if κt,i is High and the economy is in an expansion

(Ŝt = 0) or if κt,i is Low and the economy is in a recession (Ŝt = 1). That is, predictability is higher

during expansions. To simplify notation, I will refer to these three different forecasts as Low-Low,

High-Low, and High-High, respectively.

3 Data and Estimation

In this section, I describe the empirical methodology of my proposed benchmark model and the

main results of its estimation. The state-space representation consists of a measurement and a

state-transition equation. Equations (1) and (2) are already in a state-space form: Equation (1)

provides the measurement equation and links the excess return on the market with the state variables

of the model. The state-transition equation describes the law of motion of the state variables and

is given by (2). I obtained the excess return on the market from Kenneth R. French’s online data

library and the sample period spans from 1926:07 to 2016:12.16

I use a Bayesian Markov Chain Monte Carlo (MCMC) method to estimate the state-space

system for a fixed φi.17 To this end, I sample from two conditional distributions. First, using

a Random-Walk Metropolis-Hastings algorithm, I generate draws of the model parameters, Θφi ,

conditional on the latent state {λt,i}, from their posterior distribution. Second, conditional on

Θφi , I obtain draws of {λt,i} by applying the simulation smoother of Durbin and Koopman (2012).

an equal weighted average of the highest or lowest percentiles (depending on the prior beliefs), to predict the equity
premium.

16The excess return on the market consists of the value-weight return of all CRSP firms incorporated in the US
and listed on the NYSE, AMEX, or NASDAQ minus the 1-month Treasury bill rate. Kenneth R. French’s online
data library can be found at http://mba.tuck.dartmouth.edu/pages/faculty/ken.french/data_library.html

17The Bayesian approach has many advantages over maximum likelihood. For instance, it takes into account
both parameter uncertainty and uncertainty steaming from the latent states. Furthermore, it delivers finite-sample
inference of various moments of interest by drawing from the posterior distribution.
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With respect to the prior distribution, I assume priors that are fairly wide and agnostic. For

instance, the prior for the persistence parameters of the equity premium, ρi, and the correlation

between unexpected returns and innovations in expected returns, ρλ,re,i, are distributed uniformly

over the interval (−1, 1). These priors restrict the parameters to economically plausible values while

remaining as uninformative as possible. Appendix A provides details on the state-space model, the

estimation method, and the assumed priors.

3.1 Posterior Distribution

Figure 3 shows the 5, 50, and 95 percentiles of the posterior distribution of the model parameters,

Θφi , for a fixed grid of φi that ranges from 0.2% to 10% with evenly spaced increments of 0.2%.18

I only show the results for the estimations that use the whole sample period. Two aspects of these

estimates are noteworthy. First, as shown in panel (b), expected returns are persistent and this

persistence decreases with φi: The posterior median estimates of ρ1 (for φ1 = 0.2%) and ρNφ (for

φNφ = 10.%) are approximately 0.99 and 0.95 at the monthly horizon, which means that the half-life

of an expected return shock is around 75 and 15 months, respectively.19 Interestingly, these point

estimates are consistent with the persistence in expected returns of structural asset pricing models

such as in the long-run risk model of Bansal and Yaron (2004). In their calibration the conditional

variance of expected consumption growth –the state variable that drives expected returns in the

model– has a persistence of around 0.98, which implies that the half-life of a volatility shock is

around 32 months.

[Place Figure 3 about here]

Second, as I increase φi the parameters in Σ adjust to accommodate the increase in predictabil-

ity of excess returns (see panels (d), (e), and (f) of Figure 3). Specifically, expected returns become

more volatile (σλ,i increases), while unexpected returns become less volatile (σre,i decreases) and

the covariance between unexpected returns and innovations in expected returns, σλ,re,i, decreases.
18Regarding the size of the grid, we expect φ to be greater than, but close to zero. Stock return predictability

implies φ > 0. However, since stock returns inherently contain a sizable unpredictable component (the best forecasting
models can explain only a small variation of re), we expect φ to be small. With this in mind I set φ1 = 0.2% to a
relatively small number, while φNφ = 10.0% is arguably large for a monthly horizon.

19In an AR(1) process, the half-life if a shock measures the time horizon that the process needs to halve its distance
from the mean: λt+h,i − µλ,i = ρhi (λt,i − µλ,i). Hence if hi is the half-life, such that λt+h,i − µλ,i = 0.5(λt,i − µλ,i),
then hi = log(0.5)

log(|φi|)
.
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The posterior median value of around -0.94 for the correlation parameter ρλ,re,i remains relatively

constant across the grid of φ (see panel (f)). These values for ρλ,re,i are by and large consistent with

the implied values in Campbell (1991) and Campbell and Ammer (1993) and the assumed prior in

Pástor and Stambaugh (2009).

To further illustrate the role of φ in the estimation of the equity premium, in Figure 4 I plot

the time series of λt,i for three values of φi equal to 0.2%, 2.0%, and 10.0%. Recall from Section 2.2

that φi plays a key role in determining how the information in past returns is used for the optimal

estimate of the equity premium, λt,i. As can be clearly observed in this figure, the different λt,i

can diverge substantially and the nature and timing of their divergence can be quite different. For

example, if we increase φi from 0.2% to 10.0%, the smoothed equity premium becomes considerably

more volatile (by construction). For small φi the equity premium stays relatively constant during

expansions and peaks in late recessions. Conversely, for high φi the equity premium decreases

during late expansions, takes a local minimum at the beginning of each recession and spikes during

the second half of the recession. Note that all of these three series are non-decreasing during

recessions and take a local maximum at the end of each recession, as shown by the shaded bars

which indicate NBER economic recessions (4). This countercyclical equity premium is consistent

with the theoretical literature (e.g., Campbell and Cochrane (1999); Bansal and Yaron (2004);

Bekaert, Engstrom, and Xing (2009); Cujean and Hasler (2017)). However, the fact that for high

φi the equity premium becomes negative at the end of each expansion and the beginning of each

recession cannot be easily reconciled with structural asset pricing models.

[Place Figure 4 about here]

A well-established fact in the return predictability literature is that prediction models are

unstable over time: the best prediction models can change over time. This section shows that,

in my model, the variability of expected returns is tied to business-cycle fluctuations. Under our

chief prior belief that predictability increases during recessions, expected returns are more persistent

with lower volatility in their innovations during economic expansions relative to recessions. In the

analysis that follows, I show that allowing for this time-variation in coefficients across economic

states generates significant out-of-sample gains.
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4 Out-of-Sample Results

In the previous Section I showed that the proposed model ties parameter variability to business-cycle

fluctuations, which offers a solution to one of the major challenges in stock return predictability:

creating forecasting strategies that can accommodate model uncertainty and parameter instability.

In this Section, I show that this mechanism can produce a striking degree of out-of-sample return

predictability.

Before describing the out-of-sample results, I will briefly describe what type of information

I use about the expected state of the economy, Ŝt, the choice of the forecasting horizon, and the

metrics that I use to evaluate the out-of-sample performance.

To make the forecasting weights in equations (16) and (17) operational I need information

about the expected state of the economy, Ŝt, in the next period. I use the NBER recession indicator,

which takes a value of 1 if it is a recessionary period and a value of 0 if it is an expansionary period.

The NBER’s Business Cycle Dating Committee determines this dummy variable by analyzing the

comovement of a broad range of macroeconomic series and it is often determined with a substantial

lag.20 Although the ex post nature of the NBER recession indicator makes this measure contempo-

raneously unavailable to an investor, I decided to use this information because it is available early

on in the sample period, which allows me to increase the out-of-sample forecasting period. This

exercise can be thought of as reflecting a situation in which the investor could perfectly foresee

recessions and expansions, which is not the case in reality. Therefore, in Section 4.3 I relax this

assumption by predicting these economic states out of sample via a Markov-switching model.

Regarding the choice of the forecasting horizon, I focus my analysis on one-month intervals

because my forecasting strategy is conditional on the state of the economy. Since recessions in the US

economy tend to be short-lived events, typically lasting less than twelve months, predicting multiple

horizons returns would likely include periods of combined expansions and recessions. Finally, to

evaluate the out-of-sample performance, I use two popular measures. The first is a statistical

measure based on the mean squared forecast errors (MSFE) and uses the out-of-sample R2
OS as in

Campbell and Thompson (2007) and Welch and Goyal (2008). The second is an economic measure

based on utility gains for a mean-variance investor with a relative risk aversion coefficient. This
20For instance, the June 2009 business cycle trough was not announced by the NBER until September 20, 2010.
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last measure can be interpreted as the annual fee a mean-variance investor would be willing to pay

to predict the aggregate market excess return with my proposed method instead of relying on the

historical average. I provide further details on the computation of these two measures in Appendix

A.4.

4.1 Updating Prior Beliefs: φ Increases in Recessions

In Section 2.4 I argue that it is reasonable to believe that stock return predictability, φ, varies over

the business cycle and, furthermore, that it is likely that φ increases during recessions. In this

section I ask the following questions: Can these prior beliefs be updated after taking the out-of-

sample gains as the over-identifying restrictions? If so, how many years of data would an investor

have needed to figure this out?

To examine whether an investor can update her prior beliefs by observing the out-of-sample

gains, I plot the out-of-sample R2
OS as a function of the sample split for the four different forecasts

{Low-Low, Low-High, High-Low, High-High} described in Section 2.5.2 (panel (a) of Figure 5). Each

of these forecasts incorporates different prior beliefs about the time-variation of φ along the business

cycle. For this exercise I set the thresholds κLowt,1−α and κHight,α to zero. I use 1926:07 - 1959:12 as the

initial in-sample estimation period, so that my initial forecasting period starts and ends in 1960:01 (1

observation). The second forecasting period starts in 1960:01 and ends in 1960:02 (2 observations).

I do this same exercise recursively, where my latest forecasting period starts in 1960:01 and ends in

2016:12 (684 observations). The black arrow pointing to the right of the plot signals the direction

in which I am expanding the estimation window. Note that at the beginning of the sample, when

there are very few observations with which to compute the statistic, the out-of-sample R2
OS are

quite volatile, but settle down once 10 years of data are included.

[Place Figure 5 about here]

As can be seen in this figure, the predictor that incorporates the prior belief that φ increases

in recessions, Low-High, consistently outperforms the alternative prior beliefs across sample splits.

Based on this metric, we can say that an investor would have needed approximately 15 years of

data to update her prior beliefs: φ increases in recessions. During the long expansion of the 1960s

the investor would have observed that the models that assume small variations in expected returns
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(low φ) outperform the predictors that assume high predictability of returns (high φ). Even during

the relative mild recession of 1969-1970, this result would have reversed and models with high φ in

recession would have outperformed models that assumed low φ. This same pattern is apparent in any

single expansion or recession in the US economy including the 1973 oil crisis; the recession associated

with the contractionary monetary policy undertaken by the Federal Reserve to combat inflation in

the early 1980s; the long expansions in the 1980s and 1990s; and the financial crisis of 2008. As

shown in panel (b) of Figure 5, the investor would have arrived at this same conclusion if she had

used the out-of-sample utility gains described in equation A.11 as her measure of performance.

4.2 Updating Prior Beliefs: Leave-out Percentile α

As explained in Section 2.5.2, the leave-out percentile α affects the thresholds κLowt,1−α and κHight,α

in equation (16). Specifically, a higher α generates a higher rate of decay on the time-series

momentum and reversal weights on lagged return news. Therefore, it is important to exam-

ine the usefulness of this percentile. Here I explore whether an investor would have been able

to understand this usefulness before 1975. To this end, I again use the four different forecasts

{Low-Low, Low-High, High-Low, High-High}, using pre-1960 as a training window, and recursively

forecast returns in a 15-year period from January 1960 until December of 1974.21

For the Low-High forecast, increasing α from 0% to 80% using equal increments of 20%,

monotonically increases the out-of-sample gains (Table 1 ). Panel (a) shows that the monthly R2
OS

increases from 1.67% to 2.10%, while panel (b) shows that the annualized utility gains increase from

296 to 338 basis points. To see where these gains are coming from, I also report the R2
OS and utility

gains statistics computed separately during expansions (Exp.) and recessions (Rec.). Increasing α

under Low-High forecast monotonically increases the gains in both expansions and recessions. Since

α is designed to create a wedge between the values for φ used to predict returns in good and bad

times, this result suggest that stock return predictability increases in recessions via a jump rather

than a smooth increasing transition.

[Place Table 1 about here]
21The sample split is motivated by the results in Section 4.1, where I found that an investor would have needed

around 15 years of data to choose the correct forecasting weights based on the out-of-sample gains.
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The High-High forecast is also able to generate unconditional out-of-sample gains. However,

these gains are not only statistically smaller than the ones obtained under the Low-High forecast,

but increasing α does not generate the increasing monotonic pattern that we observe under the

Low-High prior belief. The reason for this result is that the positive gains come from being able to

predict better in recessions, while sacrificing the predictability in expansions. Finally, the remaining

Low-Low and High-Low forecasts are not able to produce unconditional positive out-of-sample gains

and increasing α decreases the performance of these predictors even further: the Low-Low forecast

is able to predict in expansions but performs poorly in recessions, while the High-Low forecast is

not able to outperform throughout.

In sum, an investor would need around 15 years of data to update her prior beliefs about time-

varying stock return predictability over the business cycle, by comparing the out-of-sample R2
OS

and utility gains obtained under her prior beliefs. Her posterior beliefs suggest that predictability

is higher during recessions than in expansions.

So far I have assumed that the ex post NBER recession indicator is available to investors in

real time . Next, I relax this assumption by predicting these economic states.

4.3 Economic States Predictability

Investors, making decisions in real time, need timely estimates of the state of the economy. To

this end, I estimate a dynamic factor model with Markov switching using four monthly series for

the United States, based on Diebold and Rudebusch (1994) and Kim and Nelson (1998). The four

series are: the index of industrial production, new private housing units authorized by building

permits, employees on nonagricultural payrolls, and real per-capita consumption growth on services

and non-durables. I estimate the model in an out-of-sample exercise via a Bayesian Gibbs-sampling

approach using data from 1960:01 to 2016:012. The estimation generates a probability of being in

a period of broad economic contraction or recession (see Appendix C for a detailed description of

the model and its estimation).

[Place Figure 6 about here]

Figure 6 depicts the out-of-sample posterior probability of being in a recession, while the

shaded areas represent recessionary periods according to the NBER. Note that the posterior prob-
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abilities are in close agreement with the NBER index. Based on this evidence, I conclude that an

investor is able to identify the NBER turning points in real time.

In what follows, I embed these posterior probabilities in the forecasting weights in order to

predict, in a truly out-of-sample exercise, the excess market return.22

4.4 Market Return Predictability

My main empirical analysis consists of evaluating the predictability of aggregate market returns

using the state of the business cycle and the information contained in lagged return news. Table

2 reports the out-of-sample gains based on the four different forecasting weights considered in this

paper, which embed different prior beliefs about the variation of stock return predictability along

the business cycle. The forecast evaluation period for this exercise spans from 1995:01 to 2016:12.

[Place Table 2 about here]

Panel (a) reports the out-of-sample R2
os. The combination forecast that allows for a higher

variability of expected returns in recessions relative to expansions (i.e., Low-High) achieves a striking

degree of predictability for one-month returns. The monthly R2
os reaches 2.15% and 2.77% based on

the real-time estimates of being in a recession (Rec. Index) and on the NBER index, respectively

(p-values below 0.01 in both cases).23 The Low-Low and High-High forecasts are also able to achieve

positive R2
os. However, these statistics are an order of magnitude smaller with values below 0.6%,

all of which are marginally statistically significant. Finally, as expected from previous results, the

High-Low forecast fails to outperform the prevailing mean benchmark as indicated by the negative

R2
os statistic.

To understand where these gains are coming from, I also report the R2
OS computed separately

during expansions (Exp.) and recessions (Rec.) as measured by the NBER index. Under the prior

of high predictability in recessions (i.e., Low-High and High-High) the obtained R2
OS in recessions,

of around 5.83% and 6.76%, are consistent with recent empirical papers (e.g., Dangl and Halling
22The forecasting weight in equation (16) requires as input the expected state of the economy. I assume that the

economy is in a recession if the posterior median probability of being in a recession next period is above 50%. I also
checked that the results remained largely the same by using different thresholds around 50%.

23To compute the p-values I simulated N states from the posterior distribution, computed the R2
os and checked

how many of those N estimated R2
os (relative to N) were below zero. As a robustness check, I also computed the R2

os

using the posterior median equity premium and used the Clark and West (2007) statistic to test the null hypothesis
H0 : R2

os ≤ 0 against the alternative H1 : R2
os > 0. The results remained largely unchanged.
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(2012); Henkel et al. 2011; Rapach et al. 2010; Rapach et al. (2016)), which find significantly stronger

predictability in recessions than in expansions. In contrast with this literature, this paper finds

significant out-of-sample gains in expansions under the priors of low predictability in expansions

(i.e., Low-High and Low-Low). The monthly R2
OS in expansions are 0.87% and 1.37% based on

the recession indicators Rec. Index and the NBER Index, respectively (p-values below 0.05 in both

cases). These are large statistical values for out-of-sample predictions, comparable in magnitude to

unconditional estimates reported in previous literature, such as the monthly out-of-sample R2
OS of

around 0.93% in Kelly and Pruitt (2013), who use a single factor extracted via partial least squares

from 100 book-to-market ratios.

Panel (b) reports the annualized out-of-sample utility gains. An investor using my forecasting

strategy could achieve a utility gain of 361 basis points under the prior belief that predictability

increases in recessions. If she had access to the ex post NBER index, these gains would be even

higher, with values of around 500 basis points. As with the R2
OS statistic, most of the gains come

from recessionary periods. If an investor were to use my forecast instead of the prevailing mean

forecast, she would get an average utility gain of 1937 and 2813 basis points based on the Rec. Index

and the NBER index, respectively. In addition, my forecast generates positive gains in expansions

with values of around 153 to 201 basis points.The out-of-sample utility gains (if any) are an order

of magnitude smaller under the remaining three prior beliefs (i.e., Low-Low, Low-High, High-High).

4.5 Varying Out-of-Sample Sample Splits

In Section 4.1 I posited that an investor would need around 15 years of data to update her prior

beliefs about time-varying return predictability. If she started her forecasting exercise in the 1960s,

then by 1975 she would have realized (after a long expansion and two crises) that allowing for higher

expected return variability in economic downturns consistently generated the highest out-of-sample

gains. In Section 4.4 I showed that if she had predicted the market return under her updated prior

beliefs over the 1995:01 to 2016:12 forecast evaluation period, she would have continued to obtained

statistically and economically significant out-of-sample gains.

[Place Figure 7 about here]

In this section I provide further evidence on the robustness of out-of-sample forecast to al-
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ternative sample splits. Figure 7 plots the monthly out-of-sample R2
OS as a function of the sample

split for the four different forecasting weights. Panel (a) reports results for the weights that use the

real-time probability of being in a recession. For these estimates, I consider a sample split as early

as 1975:01, which uses only 15 years of data as training sample to compute the Rec. index. The

latest split I consider is 1999:12. Finally, the black arrow pointing to the left of the plot signals the

direction in which I am expanding the forecast evaluation period.24 The figure shows that the prior

belief Low-High consistently outperforms the alternative prior beliefs (i.e., Low-Low, High-Low and

High-High) across sample splits. The forecast under the Low-High belief begins with small R2
OS ,

when it has few macroeconomic observations as training, but as more macro data arrives, the R2
OS

increase almost monotonically.

[Place Figure 8 about here]

Panel (b) replicates the same exercise as in panel (a), but using the ex post NBER index

as conditioning state variable in the forecasting weights. Two aspects of this plot are particularly

noteworthy: First, using the NBER index allows me to consider an initial sample split going back

to 1960:01 instead of 1975:01, which increases my robustness checks by 15 years. Second, under

the Low-High priors, the R2
OS are almost flat or slightly increasing across sample splits and always

exceed 1.5%. One possible reason for this result is that I do not have any uncertainty regarding the

prevailing state of the economy, which translates into stronger forecasting power.

Finally, panels (a) and (b) of Figure 8 replicate Figure 7 but using the out-of-sample utility

gains rather than the R2
OS statistics. The main message prevails: across sample splits the forecast

under the prior belief Low-High consistently outperforms the historical average return.

4.6 Comparison with Alternative Predictors

How do these market return predictions compare with the most common alternative forecasts pro-

posed in the literature? In Table 3 I compare the out-of-sample R2
OS obtained with my approach

24The difference between Figure 7 and Figure 3 is that in the former I always end the forecast evaluation period
in 2016:12, while in the latter I always start in 1960:01. Although these figures plot the same estimate, they provide
different information to the econometrician. For instance, suppose an investor is in 1975:01. Figure 3 provides the
out-of-sample R2

OS that she would have obtained from 1960:01 to 1975:01, while Figure 7 tells her the R2
OS she would

obtain if she started to forecast in 1975:01 and ended in 2016:12.
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under the prior belief Low-High with an extensive collection of popular predictors.25 Specifically,

I consider the short interest predictor of Rapach et al. (2016) (SII), arguably the strongest known

predictor of the market return, as well as 6 different forecasts proposed in recent studies and sum-

marized in the return predictability survey by Rapach et al. (2013). I also explore monthly equity

premium forecasts from 14 popular economic variables considered in Welch and Goyal (2008). I

show results for three different sample splits.

[Place Table 3 about here]

The first forecast evaluation period extends from 1970:01 to 2014:12 . Panel (d) corroborates

the results of Welch and Goyal (2008) in which all of the forecasts based on individual predictors

fail to outperform the simple historical average in out-of-sample tests, as indicated by the negative

or insignificant R2
OS . As shown in panel (c), recent studies are able to produce out-of-sample gains

largely by using economically motivated restrictions (SOP; Ferreira and Santa-Clara 2011); by

combining forecasts from individual predictors (POOL-AVG, POOL-DMSFE; Rapach et al. 2010);

or by condensing the information from a large cross-section into a small number of predictive factors

using either principal components (Diffusion index; Ludvigson and Ng 2007) or partial least squares

(e.g., Kelly and Pruitt 2013).26 Although this success is encouraging, the out-of-sample stock return

predictability of these forecasts is unstable over time. For instance, note that all of these predictors

are effective exclusively during economic recessions with negative R2
OS statistics in expansions.

Furthermore, the unconditional predictability of these forecasts depends crucially on the forecasting

sample split, which is usually chosen ad-hoc. The second evaluation period, ranging from 1975:01 to

2014:12, illustrates this point. Starting only 5 years later, some predictors are still able to outperform

in recessions, but all previously documented unconditional predictability vanishes. These patterns

are a well-established fact in the return predictability literature. The third and final forecast period

spans from 1995:01 to 2014:12. For this sample split I add the SII predictor of Rapach et al. (2016).27

25In this section I present results only for the R2
OS statistics. Appendix D.1 provides similar results for the

annualized utility gains.
26The Kitchen Sink forecast uses all 14 predictors simultaneously as regressors. SIC selects the forecasting model

from among all possible combinations of the 14 predictors based on the Schwarz information criterion (SIC). POOL-
AVG and POOL-DMSFE combine the 14 predictors using a simple average and recent forecasting performance,
respectively. The diffusion index takes the first principal component of the 14 economic variables as predictors.
Finally, SOP stands for Sum-of-the-parts method of Ferreira and Santa-Clara (2011), which separately forecasts the
three components of stock market returns - the dividend-price ratio, earnings growth, and price-earnings ratio growth.
For details on each of these estimation approaches see Rapach et al. (2013)

27The time span for SII ranges from 1973:01 to 2014:12 and I use the first 22 years as training sample. I thank
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Note that SII delivers an out-of-sample R2
OS of 1.87% (statistically significant at the 0.01 level),

which is an order of magnitude higher than alternative predictors considered in the literature.28

However, and consistent with previous literature, SII seems to predict market returns only during

recessions.

Panel (a) reports the forecasting results of my method under the Low-High prior belief for

these three periods, using the real-time measure of being in a recession as well as the ex post NBER

recession index. I fix the threshold parameter α at 80%. Four results are noteworthy. First, the

unconditional R2
OS of 2.26% obtained for the third period under the Rec. Index is larger than the

one obtained under SII (1.87%), while the R2
OS of 2.88% under the ex post NBER index is one

percentage point higher (both are statistically significant at the 0.01 level). Second, and consistent

with the literature, most of this striking degree of predictability comes from recessionary periods,

with R2
OS statistics reaching values of 5.83% and 6.76% which are comparable in magnitude to the

R2
OS of 6.13% obtained under SII. Third, the ability of my method to outperform the SII predictor

stems predominantly from being able to predict market returns during expansions, with R2
OS of

around 0.87% and 1.38% clearly dominating the marginally significant performance of SII (0.20%).

Given that we live in expansions most of the time (approx. 89% of the third sample split), being

able to predict reliably in periods of broad economic growth generates substantial out-of-sample

gains and allows my forecast method to outperform the strongest predictor identified in previous

literature. Recall that in expansions the negative correlation between unexpected and expected

return shocks dominates, which highlights the role of this channel for predicting excess returns in

good times. Fourth, my forecasting method produces out-of-sample gains that are robust to the

chosen forecasting sample split, as shown in Section 4.5 and corroborated in the first two sample

splits of Table 3. This result should not surprise us as my forecasting method reliably predicts

market returns independent of the proportion of recessionary periods that I include in the forecast

evaluation period. These four results are robust to the chosen threshold parameter α, as can be

seen in Table 3, panel (b), where I set α equal to zero.

Taken all together, my out-of-sample forecasting results highlight an aspect of expected re-

turns that has been widely ignored by the empirical finance literature: Past returns contain rich

Dave Rapach for providing the data on his webpage at http://sites.slu.edu/rapachde/
28The R2

OS associated with SII might differ from the ones reported in Rapach et al. (2016) since I am using the
entire available history of the excess market return (back to 1926:07) to estimate the historical average return.

28

http://sites.slu.edu/rapachde/


information about future returns. Next, I analyze whether lagged returns contain useful information

not present in the alternative predictors of the literature.

4.7 Forecast Encompassing Test

Following Harvey, Leybourne, and Newbold (1998) and Rapach et al. (2016), I entertain the possi-

bility of a composite forecast by taking a convex combination between the equity premium forecast

proposed in this paper r̂pb,t+1, and a competing forecast r̂i,t+1 based on predictor i:

r̂∗c,t+1 = (1− ν) r̂pb,t+1 + ν r̂i,t+1, 0 ≤ ν ≤ 1, (18)

where pb stands for any of the four prior beliefs considered in this paper. The idea is to estimate ν in

order to produce a combined forecast that is superior to the two individual forecasts. If ν = 0, then

r̂pb,t+1 encompasses r̂i,t+1, which means that the predictor i does not contain useful information

to forecast the market return beyond the information already contained in lagged returns via the

forecast r̂pb,t+1. Alternatively, if ν > 0 then forecast r̂i,t+1 provides additional information of

expected returns beyond r̂pb,t+1.29

[Place Table 4 about here]

Panel (a) of Table 4 reports estimates of ν in equation (18) for the four different prior beliefs

considered. In regard to the competing forecast, r̂i,t+1, I only show results for the strongest known

predictor SII. Under the prior beliefs Low-Low, High-Low and High-High, the ν̂ estimates are close

to 1 and statistically significant at the 0.05, 0.01 and 0.1 level, respectively, suggesting that lagged

returns, under these three priors, do not provide useful information beyond the information already

contained in SII. Under my preferred prior belief that predictability is higher during recessions than

during expansions, I can no longer reject the null hypothesis that the ν̂ estimate is equal to zero.

This result implies that forecasts based on lagged returns, under the belief Low-High, contain rich

information not taken into account by the predictive regression forecasts based on SII. However,

given that the point estimate is around 0.42, considering the content of SII in conjunction with the
29Harvey et al. (1998) propose an approach to estimate ν and test the null hypothesis ν = 0 versus the alternative

ν > 0. The general idea is that if we have two series of forecast errors (epb,t+1, ei,t+1), we can run the following
regression epb,t+1 = ν(epb,t+1 − ei,t+1) + εt+1 via ordinary least squares to get an estimate of ν̂ and appropriately
adjust the standard errors for nonnormality in the forecast errors.
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information in lagged returns, might deliver more precise estimates of expected returns and increase

the out-of-sample forecasting gains. In Section 5I entertain this possibility. Panel (b) of Table 4

shows that these encompassing test results are robust to the chosen threshold parameter α, where

I set α = 0%.

Finally, I performed these same tests with respect to each of the remaining alternative pre-

dictors (excluding SII) considered in Section 4.6. In Appendix D.2, I report the estimates in detail.

Overall, the ν̂ estimates are close to zero and statistically insignificant. Interestingly, if I consider

forecasts based on the Low-High prior belief, all of the ν̂ estimates are exactly equal to 0 and sta-

tistically insignificant, meaning that the optimal combined forecast does not take information from

these alternative predictors into account.

5 Predictive System: Extended Model

So far I have assumed that expected returns are determined exclusively by lagged return news. This

modeling assumption can be considered restrictive since I am deliberately ignoring the information

contained in observed predictors, which might sharpen inference about expected returns. Fortu-

nately, the state-space model described by equations (1) and (2) can be easily extended to include

this potentially relevant information by adding an extra measurement equation associated to the

observed predictor xt,

xt+1 = µx + ρx(xt − µx) + εx,t+1, (19)

where the three shocks in the system εre,t+1, ελ,t+1, and εx,t+1 are contemporaneously correlated

but uncorrelated at all leads and lags. That is, (εre,t+1, ελ,t+1, εx,t+1)
′ ∼ iidN(0,Σ), with

Σ =


σ2re σ2reλ σ2rex

σ2λre σ2λ σ2λx

σ2xre σ2xλ σ2x

 , (20)

and maintaining the identifying restriction φ = V ar(λt)
V ar(ret+1)

. Under this extension, the optimal estimate

of the expected return λt|t will be a function not only of the full history of return news as in equation

(7), but also of all realized shocks to xt. This extended state-space system was termed by Pástor and
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Stambaugh (2009) as a predictive system, which I complement by allowing for different variations

of expected returns along the business cycle.

Next, I embed my proposed forecasting method, described in Section 2.5, into the predictive

system defined by (1), (2), (19), and (20). The details of the estimation are provided in Appendix

A.2.

5.1 Predictive System: Out-of-Sample Gains

Table 5 reports the out-of-sample R2
os and annualized utility gains obtained under the predictive

system using the SII predictor of Rapach et al. (2016) as the exogenous variable xt.30 The forecast

evaluation period for this exercise spans from 1995.01 to 2014.12 and I report results based on the

four different forecasting weights considered so far and setting the threshold parameter α at 80%.31

[Place Table 5 about here]

Panel (a) of Table 5 reports the out-of-sample R2
os and shows that including the information

of SII sharpens the inference about expected returns as evidenced by the striking degree of out-

of-sample return predictability. Under my chief prior belief Low-High, the out-of-sample forecast

generates monthly R2
os reaching 3.54%, and 4.42% based on the real-time and ex post NBER re-

cessionary index, respectively. The forecast predicts very well in recessions (9.22% and 11.11%) as

well as in expansions (1.33% and 1.81%). Panel (b) shows that this predictability translates into

huge economic gains, with annualized utility gains reaching 552 and 807 basis points. These out-of-

sample gains are well above those provided by all common predictors documented in the literature.

The forecast results under the other three prior beliefs {Low-Low, High-Low, High-High} are very

similar to the ones reported in Section 4.4, and hence I do not discuss them here.

This section shows that aggregating the information in lagged returns and SII via a predictive

system delivers the strongest known predictor of aggregate stock returns to date. In addition, as I

show next, this predictability is not elusive or concentrated in short-lived periods.
30Following Rapach et al. (2016), I use a linear detrending to construct the SII measure. I embed this detrended

series into the state-space system. Note that for this exercise, I also followed an out-of-sample procedure in which
only data up to time t is used to estimate the linear trend.

31The results are robust to the chosen threshold parameter α. Appendix D.3 shows results for α = 0%.
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5.2 Is Stock Return a Short-Lived Phenomenon?

Recent studies have argued that stock return predictability is a short-lived phenomenon, concen-

trated usually in subsamples with deep recessions, with no evidence of return predictability over

long periods of time. As this section will show, the results of my model suggests that stock return

predictability does not seem to be a short-lived phenomenon.

In Section 4.5 I showed the robustness of my out-of-sample forecast to alternative sample

splits. Since I am computing the R2
OS by using an expanding window, this exercise is not ideal for

analyzing the short-term predictive accuracy of my method. Therefore, I raise the out-of-sample

hurdle test by considering rolling window estimates of the out-of-sample R2
OS statistic, defined as

R2
OS,m,i,t =

1−

∑t
k=t−m+1

(
rek − r̂ek,i

)2
∑t

k=t−m+1

(
rek − r̄ek

)2
× 100%, (21)

using an m-month rolling estimation window. In the absence of a formal theory to guide the

selection of the appropriate length of the rolling window, I consider different lengths in increments

of 12 months, m = 12, 24, 36, . . . , 120. The trade-off with respect to the rolling window length is

straightforward: The shorter the window, the more likely it is that the R2
OS identifies short-term

predictability. For instance, a negative R2
OS,12,i,t (using a window of 12 months for predictor i

at time t) means that the prevailing mean benchmark outperformed predictor i over the last 12

observations that precede time t. On the other hand, the shorter the window, the noisier the

R2
OS,m,i,t will be. For the empirical implementation, I start the rolling window estimates in 1995:01

and end in 2014:12.32

Panel (a) of Table 6 shows the results of my forecasting method under the Low-High prior

beliefs using a threshold parameter α equal to 80%. The first column reports the out-of-sample R2
OS

over the whole forecast evaluation period (240 observations). The remaining ten columns show the

proportion of periods where the time series of rolling window R2
OS,m,t estimates was negative. Each

of these ten columns is associated with a different rolling window length. Note that the length of

the time series of R2
OS,m,t varies across the different lengths of the selection window m, since the

beginning of the evaluation period always starts in 1995:01 plus the length of the selection window.
32I use the 1926.07 to 1994.12 sample period as training sample.
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For a window length as short as 12 months, my forecasting method does worse than the

prevailing mean 36% of the times (82 out of 229 R2
OS,m,t estimates). This number drops to 29%

(66 out of 229 R2
OS,m,t estimates) if I include the information contained in the exogenous variable

SII. If instead I consider the ex post NBER index as conditioning information in the forecasting

weights in equation (16) these values drop even farther to 29% and 23% (52 out of 229 R2
OS,m,t

estimates), respectively. In addition, increasing the length of the selection window generates more

stable estimates of the out-of-sample R2
OS and decreases the periods with no evidence of return

predictability. For instance, for a 5-year rolling window, the prevailing mean outperformed my

forecast in only 17 out of 181 R2
OS,m,t estimates. For window lengths of more than 8 years, this

number drops to zero. Panel (b) shows that these out-of-sample results are robust to the chosen

threshold parameter α, where I set α = 0%.

[Place Table 6 about here]

To relate the findings to the vast literature on the equity premium predictability, Table 6 shows

the same results for the alternative predictors described in Section 4.6. In most of cases (i.e., across

different predictors and selection windows) the proportion of periods with no return predictability

hovers around 50%. Note that these values (with the exception of the SOP predictor of Ferreira

and Santa-Clara (2011)) do not decrease as the length of the selection window is increased. These

results confirm the findings in previous literature (e.g., Timmermann (2008)) and suggest that most

of the predictors are not able to outperform the prevailing mean consistently: the rolling window

out-of-sample R2
OS,m,t are negative most of the times

[Place Table 7 about here]

As shown in this section, my forecasting strategy is able to outperform the prevailing mean

benchmark on a consistent basis. This result suggests that stock return predictability seems not to be

a short-lived phenomenon, which contrasts with most of the results based on predictive regression,

the most common approach to predict returns. Therefore, in the following section I discuss the

implications of my predictive system for standard predictive regressions.
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5.3 Predictive System versus Predictive Regression

The standard framework to analyze stock return predictability is via the predictive regression

ret+1 = β0 + β1xt + εt+1, (22)

in which the regression coefficients β0 and β1 are estimated via ordinary least squares (OLS). The

predictive regression models expected returns as an exact linear function of the observed predictors,

λt = β0+β1xt, and emerges as a special case of the predictive system under four seemingly restrictive

simplifications: a) it assumes a perfect correlation between shocks to the predictor and shocks to

expected returns (i.e., corr(ελ,t+1, εx,t+1) = ±1); b) it assumes zero correlation between expected

and unexpected return news (i.e., ρλ,re = 0); c) it equals the persistence and variance of xt and

λt (i.e., ρx = ρ, and σ2λ = σ2x); and d) it breaks the likely tie between variations in stock return

predictability and fluctuations in the business cycle.

Given an estimation of the predictive system, I can recover the implied regression coefficients

from the predictive regression in equation (22). Of special interest is the slope coefficient, β1, given

by

βPS
1 (St) = V ar(xt|St)−1Cov(xt, r

e
t+1|St) (23)

where the superscript PS indicates that βPS
1 (St) is computed from the estimated parameters of

the predictive system. Furthermore, under the view that stock return predictability varies over the

business-cycle, the predictive coefficient will also depend on the state of the economy St. Panel (a)

of Figure 9 plots the posterior distribution of βPS
1 (St) under the prior belief that φ increases during

recessions as indicated by the NBER recessionary index (using a threshold parameter α = 0%).

The figure shows that in recessions, when predictability is high, the posterior distribution of the

implied slope coefficient, βPS
1 (St = 1), is centered at β̂1, which represents the OLS estimate of β1

from the predictive regression and is denoted by a vertical line in the graph. It is noteworthy that

in expansions, when stock return predictability is low, the posterior distribution of βPS
1 (St = 0)

shrinks towards zero and does not contain the OLS point estimate β̂1. Panels (b) and (c) show

that changing the threshold parameter α towards higher values increases the gap between βPS
1 (St)

estimates across economic states.
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[Place Figure 9 about here]

In contrast to predictive regressions, the predictive system, under the prior belief that stock

return predictability increases during recessions, shrinks the implied slope coefficient toward zero

in expansions, thereby stabilizing the forecast and preventing overfitting in precisely those periods

when expected returns do not tend to fluctuate much. In essence, the predictive system recognizes

that predictive regressions are subject to parameter instability (e.g., Paye and Timmermann 2006;

Rapach and Wohar 2006 ) and allows for large breaks in predictive regression model coefficients in

business-cycle recessions and expansions.

6 Conclusion

In this paper I propose a new approach to predict the equity premium and find that past returns

contain rich information about future returns. The model incorporates two properties of expected

returns. The first is an economic identity and assumes correlated shocks between unexpected and

expected returns. The second is a prior belief and ties stock return predictability to business-cycle

fluctuations. I show that these two properties play a key role in determining how the information in

past returns is used to form an estimate of expected returns by relating structural breaks in model

parameters to business-cycle fluctuations. This expected return estimate is able to outperform the

prevailing mean on a consistent basis, independently of the state of the economy.

In addition, my forecasting method can be extended to incorporate exogenous predictors that

can potentially increase the precision of the expected returns estimates. In this regard, my method

has interesting implications for standard predictive regressions. Given an estimate of the model

parameters from my model, I can back out the implied slope coefficient from a predictive regression.

Specifically, my forecasting strategy shrinks the implied predictive slope coefficient towards zero in

periods of broad economic growth which stabilizes the forecast and prevents overfitting. Overall,

my out-of-sample gains suggest that return predictability is neither a short-lived nor a recessionary

phenomenon.
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Appendix

A State-space Representation

In this section I describe the state-space representation for the two versions of the forecasting

model. The benchmark model is designed to highlight the role that past returns play in forecasting

future returns, while the extended version, termed the predictive system, includes the information

contained in observable predictors which might sharpen the inference about expected returns.

A.1 State-Space Representation: Benchmark Model

From section 2.1 we have that the process for the excess return and the latent equity premium are

given by:

ret+1 = λt + εre,t+1,

λt+1 = µλ + ρ(λt − µλ) + ελ,t+1,

(A.1)

This is already in a state-space form. However, since I am assuming that the process noise, ελ,t+1,

and the measurement noise, εre,t+1, are correlated, I cannot directly apply the Kalman Filter.

Here, I have two alternatives. I can either change the Kalman Filter equations to account for this

correlation or I slightly change the state-space representation and apply the usual Kalman filter. In

this paper, I opt for the second alternative.

I modify the state-space representation of A.1 as follows:

yt+1 = H0 +H1st+1

st+1 = F0 + F1st + νt+1,

νt+1 ∼ N(0,Ω)

(A.2)

where the vector of observables and latent states are given by:

yt+1 =

[
ret+1

]
, st+1 =


λt+1

λt

εre,t+1

 ,
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Given these vectors, I write the matrices H0, H1, F0, F1, and Ω as follows:

H0 =

[
0

]
, H1 =

[
0 1 1

]

F0 =


µλ(1− ρ)

0

0

 , F1 =


ρ 0 0

1 0 0

0 0 0

 Ω =


σ2λ 0 σ2λ,re

0 0 0

σ2λ,re 0 σ2re


where the identifying restriction is given by

φ =
V ar(λt)

V ar(ret+1)
=

1
1−ρ2σ

2
λ

1
1−ρ2σ

2
λ + σ2re

. (A.3)

A.1.1 Prior Distribution. In this section, I discuss the assumed priors. In general, I restricted

the parameter space to economically plausible values. For those parameters for which we do not

have strong prior views, I attempted to be as uninformative as possible. The priors for the persis-

tence parameter of the equity premium, ρ, and for the correlation parameter, ρλ,re , are distributed

uniformly over the interval (−1, 1). This range includes magnitudes that imply a zero correlation

between expected an unexpected return news, as well as a near iid or unit root process for the

equity premium.

For the remaining parameters, simple re-parameterizations exist for which we have more

natural prior beliefs. For these cases, I decided to impose relatively more informative priors to

reduce the estimation burden and stabilize the Markov Chains. The first is associated with the

variance of the excess market return, V ar(ret+1), given by

V ar(ret+1) =
1

1− ρ2
σ2λ + σ2re . (A.4)

We can combine equation A.4 and A.8 and solve for σλ and σre to obtain

ϕλ =

√
φ

1− φ
(1− ρ2)

σre =

√√√√V ar(ret+1)

1 + φ
1−φ

(A.5)
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where I further defined σλ = ϕλσre . This decomposition has the advantage of having a more natural

prior view for V ar(ret+1) than for σre or σλ. Specifically, I decided to center the prior for V ar(ret+1)

at the sample variance of ret+1 with 90 percent interval ranging ± 10 percent around its sample

moment. I further assumed a gamma distribution for the prior of V ar(ret+1). Finally, we also have

a natural prior view for µλ. Namely, I assumed that µλ is normally distributed, centered at the

sample unconditional mean of ret+1 with the 90 percent interval ranging from ± 10 percent around

the unconditional mean. I took the ± 10 as the benchmark, but checked that the results remained

unaltered for different values around that neighborhood. Finally, the vector Θφ, for a fixed φ,

collects all the parameters of the benchmark model:

Θφ =
(
µλ, ρ, V ar(r

e
t+1), ρλ,re

)
(A.6)

A.2 State-Space Representation: Predictive System

Here, I proceed to introduce the state-space representation of the extended model. To this end, I

add the measurement equation associated with the observable process xt to equation (A.1):

ret+1 = λt + εre,t+1,

xt+1 = µx + ρx(xt − µx) + εx,t+1,

λt+1 = µλ + ρ(λt − µλ) + ελ,t+1,

(A.7)

My state-space model takes exactly the same form as in equation (A.2), where the vector of observ-

ables and latent states are given by:

yt+1 =

ret+1

xt+1

 , St+1 =



λt+1

λt

εre,t+1

x̃t+1

x̃t


,
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and where I further set xt+1 = x̃t+1. Given these vectors, I write the matrices H0, H1, F0, F1, and

Ω as follows:

H0 =

0

0

 , H1 =

0 1 1 0 0

0 0 0 1 0



F0 =



µλ(1− ρ)

0

0

µx(1− ρx)

0


, F1 =



ρ 0 0 0 0

1 0 0 0 0

0 0 0 0 0

0 0 0 ρx 0

0 0 0 1 0


Ω =



σ2λ 0 σ2λ,re σ2λ,x 0

0 0 0 0 0

σ2re,λ 0 σ2re σ2re,x 0

σ2x,λ 0 σ2x,re σ2x 0

0 0 0 0 0


where the identifying restriction is still given by

φ =
V ar(λt)

V ar(ret+1)
=

1
1−ρ2σ

2
λ

1
1−ρ2σ

2
λ + σ2re

.

A.2.1 Prior Distribution. For the parameters µλ, ρ, V ar(ret+1) and ρλ,re I assumed the same

prior distribution as in Section A.1.1. Regarding the parameters associated to xt, I impose agnostic

priors on ρx and the correlation parameters ρλ,x and ρre,x. In particular, the priors for these three

parameters are distributed uniformly over the interval (−1, 1). Similarly, I impose more informative

priors on µx and V ar(xt+1), which are analogous to the ones imposed to µλ and V ar(ret+1). Finally,

note that given ρx and V ar(xt+1), we can solve for σx:

σx =
√
V ar(xt)(1− ρ2x) (A.8)

The vector of parameter for the extended model is given by

Θφ =
(
µλ, ρ, V ar(r

e
t+1), ρλ,re , µx, ρx, V ar(xt+1), ρλ,x, ρre,x

)
(A.9)

A.3 Posterior Inference

I use a Metropolis-Hastings MCMC Algorithm for posterior inference. Specifically, I iterate over two

conditional distributions to generate a sequence of draws. First, conditional on a set of parameters,
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Θφ, I use the simulation smoother of Durbin and Koopman (2012) to obtain draws for the latent

states st+1. Second, conditional on the latent states, I use a standard random walk Metropolis-

Hastings algorithm to obtain a new parameter draw from the posterior distribution of the model

parameters. To this end, I use the Kalman Filter to evaluate the likelihood function. I target an

acceptance rate of approximately 30 percent. Finally, I generate 10, 000 draws and I set the burn in

period at 5, 000 draws. For further details on the estimation procedure see Herbst and Schorfheide

(2015).

A.4 Forecast Evaluation

Here I describe two popular metrics that I use to evaluate the out-of-sample gains. The first is

a statistical measure based on the mean squared forecast errors (MSFE), and the second is an

economic measure based on utility gains for a mean-variance investor.

A.4.1 Forecast Evaluation: Statistical Significance. Following Campbell and Thompson

(2007) and Welch and Goyal (2008) I evaluate the out-of-sample performance of these forecasts by

means of the out-of-sample R2 statistic computed as

R2
OS =

(
1−

∑T
t=m+1

(
ret − r̂et,c

)2∑T
t=m+1 (ret − r̄et )

2

)
× 100%, (A.10)

where r̄et is the historical average return estimated through period t − 1. If R2
OS is positive the

forecast r̂et,c outperforms the historic average forecast based on a MSFE metric.

A.4.2 Forecast Evaluation: Economic Significance. To analyze the economic significance

of the forecast, r̂et,c, I use a standard utility metric which consists of the average utility gain for

a mean-variance investor with a relative risk aversion coefficient γ, who is allowed to invest in

equities and in the risk-free rate. At the end of time t the investor allocates the following share of

her wealth ac,t =
1

γ

r̂et+1,c

σ̂2t+1

into equities, where σ̂2t+1 is the forecast of the conditional stock return

variance at time t + 1. At the end of the forecasting period, the investor’s average utility is given

by ûc = µ̂c − 0.5γσ̂2c , where µ̂c and σ̂2c are the sample mean and variance of the formed portfolio,

respectively. Finally, to evaluate the utility gains obtained using the forecast r̂et+1,c, I subtract the

utility gain obtained if the investor instead of using this forecast relies on the historical average to
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predict the aggregate excess return, ûN :

Utility Gain (annual %) = (ûc − ûN )× 1200%. (A.11)

This last measure can be interpreted as the annual fee a mean-variance investor would be willing

to pay to be indifferent between these two forecasting strategies.

B Identification in the Model

To show that the different models considered are (un)identified, I base my proofs on Proposition

1-NS of Komunjer and Ng (2011) and follow the proofs in Aruoba et al. (2016). The main objective

is to show that by setting φ to a fixed value establishes identification in the benchmark and extended

models.

B.1 Identification in the Benchmark Model

For these proofs, it is useful to modify the state-space representation described in Section A.1 and

write the transition and measurement equations as follows:

st+1 = A(θ)st +B(θ)εt+1

yt+1 = C(θ)st +D(θ)εt+1

(B.1)

where st = λt is the state vector, and yt = ret is the observable excess market return. The vector

εt+1 = [εre,t+1, ελ,t+1]
′ ∼ (0,Σ)33 collects the two innovations of the model. Given st, yt, and εt+1

we have

A(θ) = ρ, B(θ) =

[
0 1

]
, C(θ) = 1, D(θ) =

[
1 0

]
, (B.2)

33The normality assumption is not needed for these proofs. Previously, I assumed that the shocks are normally
distributed in order to evaluate the likelihood function, which is a necessary step for the Metropolis-Hastings algo-
rithm.
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and the vector θ = [ρ, vech(Σ)′]′ stacks all the parameters. We can further reparameterize the state

space system in B.20 to obtain its innovations representation given by

st+1|t+1 = A(θ)st|t +K(θ)at+1

yt+1 = C(θ)st|t + at+1

(B.3)

whereK(θ) is the steady state Kalman gain, st|t is the estimate of the states obtained at the Kalman

filter updating step, and at+1 = yt+1 − C(θ)st|t is the one-step-ahead forecast error of the system

with variance equal to Σa(θ). Details regarding this reparameterization under non-normality can

be found in Simon (2006).

We can represent the state-space system in B.20 into its innovations representation only if

there exists a positive semidefinite solution to the discrete algebraic Ricatti equation. To this end,

the following assumption is useful:

Assumption 1. Let Σ be positive definite and 0 ≤ ρ < 1.

Under Assumption 1, we have that D(θ)ΣD(θ)′ is non-singular since D(θ) is a vector and Σ is

positive definite. Furthermore, for 0 ≤ ρ < 1 the eigenvalues of A(θ) are inside the unit circle which

provides the stability condition. Under these two conditions, by Lemma E.3.2 of Kailath, Sayed, and

Hassibi (2000) there exists a positive semidefinite solution, P (θ), to the discrete algebraic Ricatti

equation given by34:

P (θ) = A(θ)P (θ)A(θ)′ +B(θ)ΣB(θ)′

−
(
A(θ)P (θ)C(θ)′ +B(θ)ΣD(θ)′

)
×
(
C(θ)P (θ)C(θ)′ +D(θ)ΣD(θ)′

)−1
×
(
C(θ)P (θ)A(θ)′ +D(θ)ΣB(θ)′

)
(B.4)

Given P (θ), the variance of the one-step-ahead forecast error Σa(θ) and the steady state Kalman

gain K(θ) are well defined functions given by:

Σa(θ) = C(θ)P (θ)C(θ)′ +D(θ)ΣD(θ)′

K(θ) =
(
A(θ)P (θ)C(θ)′ +B(θ)ΣD(θ)′

)
Σa(θ)

−1
(B.5)

We can further simplify equations B.6 and B.5 by plugging in the specific form of the A(θ), B(θ),
34Usually, the literature assumes that this solution exists.
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C(θ), and D(θ) matrices in B.21 to obtain

P = ρ2P + σ2λ −
(ρP + σ2λ,re)

2

P + σ2re

Σa = P + σ2re

K =
ρP + σ2λ,re

P + σ2re

(B.6)

Because σ2λ−σ2λ,reσ2reσ2λ,re > 0, we have that P > 0, which in turn implies that Σa 6= 0. Furthermore,

if 0 < ρ < 1 then K 6= 0. Alternatively, if ρ = 0, we would require that σ2re 6= 0 to have K 6= 0.

Under these conditions, Assumptions 1, 2, 4-NS, and 5-NS of Komunjer and Ng (2011) are satisfied.

Under these assumptions Proposition 1-NS of Komunjer and Ng (2011) states that two parameter

vectors θ0 and θ1 are observationally equivalent if and only if there exists T such that

A(θ1) = TA(θ0)T
−1, K(θ1) = TK(θ0), C(θ1) = C(θ0)T

−1, Σa(θ1) = Σa(θ0) (B.7)

Based on this proposition, I will first show that the benchmark model is not identified if we do not

impose any restriction on the parameter space. After establishing this result, I will prove that fixing

φ achieves identification.

B.1.1 Σ is not Identified. Let θ1 = [ρ1, vech(Σ1)
′]′ and θ0 = [ρ0, vech(Σ0)

′]′ be two parameter

vectors and conditions B.7 hold. Hence we have that

A(θ1) = TA(θ0)T
−1 =⇒ A(θ1) = A(θ0) =⇒ ρ1 = ρ0. (B.8)

To simplify notation let ρ = ρ1 = ρ0. Similarly, we have

C(θ1) = C(θ0)T
−1 =⇒ 1 = T−1 =⇒ T = 1. (B.9)

Since θ1 and θ0 have to also satisfy restrictions 2 and 4 in B.6, we can further deduce that

P1 + σ2re,1 = P0 + σ2re,0 (B.10)
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ρP1 + σ2λ,re,1 = ρP0 + σ2λ,re,0. (B.11)

From B.10 and B.11 and the Riccati equation we have that

P1(1− ρ2)− σ2λ,1 = P0(1− ρ2)− σ2λ,0 = 0. (B.12)

Without loss of generality let

σ2λ,1 = σ2λ,0 + (1− ρ2)δ. (B.13)

From equation B.12 we have that

P1 = P0 + δ. (B.14)

Given B.14 from B.10 we have

σ2re,1 = σ2re,0 − δ. (B.15)

Finally, from B.11 we have

σ2λ,re,1 = σ2λ,re,0 − ρδ. (B.16)

Combining B.13, B.15, and B.16 we have that

Σ1 =

 σ2re,1 σ2reλ,1

σ2λre,1 σ2λ,1

 =

 σ2re,0 − δ σ2λ,re,0 − ρδ

σ2λre,0 − ρδ σ2λ,0 + (1− ρ2)δ

 . (B.17)

First, assume δ 6= 0. If δ 6= 0, then Σ1 6= Σ0 and hence θ1 6= θ0, and we conclude that the model

is not identified.

Second, assume δ = 0. If δ = 0, then we have that Σ1 = Σ0, which implies that θ1 = θ0, and we

conclude that the model is identified. This case can be achieved, for instance, by fixing any single

element of Σ.

B.1.2 Σ is Identified if I fix φ. In this section I show that if I fix

φ =
V ar(λt)

V ar(ret+1)
=

1
1−ρ2σ

2
λ

1
1−ρ2σ

2
λ + σ2re

. (B.18)
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the model is identified. Note that since φ is fixed we have

1
1−ρ2σ

2
λ,0

1
1−ρ2σ

2
λ,0 + σ2re,0

=

1
1−ρ2σ

2
λ,1

1
1−ρ2σ

2
λ,1 + σ2re,1

. (B.19)

From here, we can plug in equations B.13 and B.15 to get

1
1−ρ2σ

2
λ,0

1
1−ρ2σ

2
λ,0 + σ2re,0

=

1
1−ρ2

(
σ2λ,0 + (1− ρ2)δ

)
1

1−ρ2

(
σ2λ,0 + (1− ρ2)δ

)
+ σ2re,0 − δ

=

1
1−ρ2σ

2
λ,0 + δ

1
1−ρ2σ

2
λ,0 + σ2re,0

.

Thus, we deduce that δ = 0. If δ = 0, then from B.17 we have that Σ1 = Σ0, which implies that

θ1 = θ0, and we conclude that the model is identified.

B.2 Identification in the Extended Model

The identification analysis of the extended model is similar to the analysis of the benchmark model

discussed in the previous section. Note that we can write the extended model in the following

state-space representation:

st+1 = A(θ)st +B(θ)εt+1

yt+1 = E(θ)yt + C(θ)st +D(θ)εt+1

(B.20)

where st = λt is the state vector, and yt = [ret , xt]
′ is the vector of observables. The vector

εt+1 = [εre,t+1, ελ,t+1, εx,t+1]
′ ∼ (0,Σ) collects the three innovations of the model. Given st, yt, and

εt+1, the matrices associated with the extended model are given by:

A(θ) = ρ, B(θ) =

[
0 1 0

]
, C(θ) =

1

0

 , D(θ) =

1 0 0

0 0 1

 , E(θ) =

 0

ρx

 ,
(B.21)

and the vector θ = [ρ, ρx, vech(Σ)′]′ stacks all the parameters. Using the same steps as in Section

B.1, it is straightforward to show that the model is not identified if we do not impose any restriction.

Furthermore, the extended model is identified if we restrict Σ by fixing φ.
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C Predicting Economic States

This section presents the dynamic-factor Markov-switching model used to compute the smoothed

recession probabilities for the United States. This section is based on Diebold and Rudebusch (1994)

and Kim and Nelson (1998). Let ∆yi,t represent the demeaned first difference of the log of the i-th

macroeconomic variable

∆yi,t = γi(L)xt + ei,t for i = 1, . . . , n, (C.1)

where γi(L) is the polynomial in the lag operator and xt is the growth component common to all

macroeconomic variables. ei,t is an idiosyncratic component which follows the following autoregres-

sive representation

ψ(L)ei,t = εi,t with εi,t ∼ i.i.dN(0, σ2i ). (C.2)

The common growth factor, xt, follows an AR process with Markov-switching deviations from the

long-run growth:

φ(L) (xt − µSt) = ωt with ωt ∼ i.i.dN(0, 1), (C.3)

where µSt is the state-depended mean given by

µSt = µ0 + µ1St, with µ1 > 0, and St = {0, 1}. (C.4)

Hence, in periods of broad economic growth, called expansions, St = 1, while in periods of broad

economic contractions, called recessions, St = 0. Transitions between recessions and expansions are

governed by the following Markov process:

Pr[St = 1|St−1 = 1|] = p and Pr[St = 0|St−1 = 0] = q. (C.5)

In the empirical implementation I used four monthly macroeconomic variables: the index of indus-

trial production, new private housing units authorized by building permits, real personal income

excluding transfer payments, employees on nonagricultural payrolls, and real per-capita consump-

tion growth on services and non-durables. Furthermore, following Kim and Nelson (1998) I adopt
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a second-order autoregressive representation for ψ(L) and φ(L) in (C.2) and (C.3), respectively.

Similarly, as the payroll variable (the fourth variable) might be slightly lagging xt, I set γi(L) = γi

for i = 1, 2, 3, and γ4(L) = γ4,0 + γ4,1L+ γ4,2L
2 + γ4,3L

3.

To estimate the model I use the Bayesian Gibbs-sampling approach of Kim and Nelson (1998).

Specifically, I generated 10,000 draws from the Gibbs simulation process and took the last 5,000

draws to compute moments from the posterior distribution. For detailed steps of the state-space

representation and the estimation procedure see chapter 10 in Kim, Nelson et al. (1999).

D Additional robustness checks

D.1 Comparison with common alternative predictors

In Section 4.6 I compared the out-of-sample R2
OS obtained with my approach under the prior belief

Low-High with an extensive collection of popular predictors. Table D1 complements this analysis

by showing the out-of-sample annualized utility gains obtained with the Low-High forecast together

with the utility gains obtained using these popular predictors. The main message prevails: the

Low-High forecast outperforms these common alternative predictors under a utility gain metric

interdependent of the forecasting sample split used. The only exception is the SII predictor of

Rapach et al. (2016), which slightly outperforms the Low-High forecast by better predicting in

recessions.

[Place Table D1 about here]

D.2 Forecast Encompassing Test

In Section 4.7 I entertained the possibility of a composite forecast by taking a convex combination

between the equity premium forecast proposed in this paper r̂pb,t+1, and a competing forecast r̂i,t+1

based on predictor i. Table D2 shows the forecast encompassing with respect to each of the common

alternative predictors described in Section 4.6. For the Low-High forecast we cannot reject the null

hypothesis that the weight on r̂Low-High,t+1 equals zero in equation (18), meaning that the optimal

combined forecast does not take information from these alternative predictors into account.
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[Place Table D2 about here]

D.3 Predictive System

In Section 5.1 I reported the out-of-sample R2
os and annualized utility gains obtained under the

predictive system using the SII predictor of Rapach et al. (2016) as the exogenous variable xt. For

those results I set the threshold parameter α at 80%. Here I show that the out-of-sample gains

are robust to the chosen threshold parameter α, by setting α = 0% (Table D3). Since the forecast

results under α = 0% are very similar to the ones obtained under 80% (Table 5, Section 5.1) I do

not discuss them here.

[Place Table D3 about here]
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Figure 1.
The Importance of ρλ,re and φ for Expected Returns. Panel (a) shows the first order
autocorrelation implied by the model as function of φ - the fraction of variation in ret+1that can be
explained by λt. Panel (b) graphs the steady-state Kalman gain as function of φ. Panel (c) plots the
weights on lagged return news used to compute the conditional expected returns for three different
values of φ equal to 1.0%, 3.5%, and 10.0%. With respect to the other model parameters, I fixed
V ar(re) =

σ2
λ

1−ρ2 + σ2re to the observed variance of the market return in excess of the risk free rate,
and ρ = 0.99.
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Figure 2.
Kalman gains. This figure shows the probability density function of the steady-state Kalman
gains obtained using parameter draws from the posterior distribution of the model by considering
different values of φ - the fraction of variation in ret+1that can be explained by λt. Specifically, I
consider a grid for φ that ranges from 0.2% to 10% with evenly spaced increments of size 0.2%.
In panel (a) the Low (High) set consists of all negative (positive) Kalman gains. In panel (b) and
panel (c) the Low (High) set consists of all negative (positive) Kalman gains after leaving-out the
lowest in absolute value α-percentile. The estimation sample is from 1926:7 to 2016:12.
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Figure 3.
Posterior distribution of model parameters for different values of φ. This figure shows
the 5, 50, and 95 percentiles of the posterior distribution of the model for different values of φ - the
fraction of variation in ret+1that can be explained by λt. Specifically, I consider a grid for φ that
ranges from 0.2% to 10% with evenly spaced increments of size 0.2%. The estimation sample is
from 1926:7 to 2016:12.
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Figure 4.
Equity premium estimates. This figure shows the time series of the monthly posterior median
estimate of the equity premium for three different fixed values of φ - the fraction of variation in
ret+1that can be explained by λt. Specifically, I set φ equal to 0.2%, 2.0%, and 10%. Gray shaded
areas depict NBER-dated recessions. The estimation sample is from 1926:7 to 2016:12.
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(a) Out-of-Sample R2
OS statistic
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(b) Annualized Utility Gain

Figure 5.
Out-of-sample gains by sample split date. This figure shows the out-of-sample gains as
function of the sample split for four different prior beliefs regarding the variation of stock return
predictability along the business cycle. I am using the ex post NBER recession index to measure the
state of the economy. I use 1926:7-1959:12 as the initial in-sample estimation period and recursively
forecast returns until 2016:12. The black arrow pointing to the right of the plot points the direction
in which I am expanding the estimation window, which always starts in 1960:1. Gray shaded areas
depict NBER-dated recessions.
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Figure 6.
Out-of-sample recession probabilities. Smoothed recession probabilities for the United States
are obtained from a dynamic-factor Markov-switching model applied to four monthly macroeconomic
variables: the index of industrial production, New Private Housing Units Authorized by Building
Permits real personal income excluding transfer payments, Employees on nonagricultural payrolls,
and Real per-capita consumption growth on services and non-durables. See Appendix C for details.
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(a) Out-of-Sample R2 using the real-time recessionary index (Rec. Index)
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(b) Out-of-Sample R2 using the ex post NBER recession index (NBER Index)

Figure 7.
Out-of-sample R2

OS by sample split date. This figure shows the out-of-sample R2
OS as function

of the sample split for four different prior beliefs regarding the variation of stock return predictability
along the business cycle. For panel (a), I use the real-time recessionary index (Rec. Index) to
measure the state of the economy and I use 1926:7-1974:12 as the initial in-sample estimation period
and recursively forecast returns until 2016:12. For panel (b), I use the ex post NBER recession index
(NBER Index) to measure the state of the economy and I use 1926:7-1959:12 as the initial in-sample
estimation period and recursively forecast returns until 2016:12. The black arrow pointing to the
left of the plot signals the direction in which I am expanding the estimation window, which always
ends in 2016:12. Gray shaded areas depict NBER-dated recessions.
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(a) Annualized utility gains using the real-time recessionary index (Rec. Index)
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(b) Annualized utility gains using the ex post NBER recession index (NBER Index)

Figure 8.
Annualized utility gains by sample split date. This figure shows the annualized utility gains
as function of the sample split for four different prior beliefs regarding the variation of stock return
predictability along the business cycle. For panel (a), I use the real-time recessionary index (Rec.
Index) to measure the state of the economy and I use 1926:7-1974:12 as the initial in-sample esti-
mation period and recursively forecast returns until 2016:12. For panel (b), I use the ex post NBER
recession index (NBER Index) to measure the state of the economy and I use 1926:7-1959:12 as the
initial in-sample estimation period and recursively forecast returns until 2016:12. The black arrow
pointing to the left of the plot signals the direction in which I am expanding the estimation window,
which always ends in 2016:12. Gray shaded areas depict NBER-dated recessions.
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Figure 9.
Predictive Systems: Implied slope coefficient. This figure shows the implied slope regression
coefficients from a predictive regression as function of the threshold parameter α under the prior
belief that stock return predictability increases during recessions (i.e., Low-High). The vertical line
denotes the point estimate from a standard predictive regression using OLS. I use the SII predictor
of Rapach et al. (2016) as exogenous variable. The whole estimation period goes from 1926:7 to
2014:12 and I add the information contained in SII once it becomes available in 1973:1.
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(a) Out-of-Sample R2
OS(%)- NBER recession indicator

Forecast Period: 1960:01 to 1974.12

Leave out α 0% 20% 40% 60% 80%

Prior belief: Low-Low
Tot. -0.53 -0.73 -0.86 -0.97 -1.13
Exp. 0.67** 0.71** 0.73** 0.78** 0.84**
Rec. -1.90 -2.36 -2.68 -2.95 -3.35
Prior belief: Low-High
Tot. 1.64*** 1.78*** 1.90*** 1.98*** 2.10***
Exp. 0.67** 0.71** 0.73** 0.78** 0.84**
Rec. 2.75*** 2.99*** 3.21*** 3.34*** 3.53***
Prior belief: High-Low
Tot. -0.99 -1.27 -1.48 -1.67 -1.91
Exp. -0.20 -0.30 -0.43 -0.55 -0.65
Rec. -1.90 -2.36 -2.68 -2.95 -3.35
Prior belief: High-Low
Tot. 1.18*** 1.24*** 1.28*** 1.27*** 1.31***
Exp. -0.20 -0.30 -0.43 -0.55 -0.65
Rec. 2.75*** 2.99*** 3.21*** 3.34*** 3.53***

(b) Utility gain: ∆(annual%) - NBER recession indicator

Forecast Period: 1960:01 to 1974.12

Leave out 0% 20% 40% 60% 80%

Prior belief: Low-Low
Tot. -1.15 -1.62 -1.97 -2.29 -2.65
Exp. 0.72 0.78 0.84 0.92 1.05
Rec. -7.85 -10.20 -12.02 -13.80 -15.84
Prior belief: Low-High
Tot. 2.96 3.10 3.21 3.28 3.38
Exp. 0.72 0.78 0.84 0.92 1.05
Rec. 11.10 11.55 11.84 11.84 11.87
Forecasting weights: ωHigh-Low

i,t

Tot. -1.37 -1.90 -2.34 -2.78 -3.25
Exp. 0.42 0.39 0.33 0.27 0.23
Rec. -7.85 -10.20 -12.02 -13.80 -15.84
Forecasting weights: ωHigh-High

i,t

Tot. 2.73 2.80 2.81 2.76 2.73
Exp. 0.42 0.39 0.33 0.27 0.23
Rec. 11.10 11.55 11.84 11.84 11.87

Table 1. Monthly U.S.Equity Premium Out-of-Sample Forecasting Results
This table reports the out-of-sample gains under the four prior beliefs discussed in the main text and for various
threshold parameters α. Panel (a) reports the out-of-sample R2

OS , while panel (b) reports the annualized utility gains.
I also report the R2

OS and utility gains statistics computed separately during expansions (Exp.) and recessions (Rec.)
as indicated by the NBER recession index. To compute the p-values I simulated N = 5000 states from the posterior
distribution, computed the R2

os and checked how many of those N estimated R2
os (relative to N) were below zero. I

use 1926:7-1959:12 as the initial in-sample estimation period and recursively forecast returns until 1974:12.
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(a) Out-of-Sample R2
OS(%)

Forecast Period: 1995:01 to 2016:12

Rec. Index NBER Index

Method Tot. Exp. Rec. Tot. Exp. Rec.

Low-Low 0.59* 1.34*** -1.51 0.59* 1.34*** -1.51
Low-High 2.18*** 0.87** 5.83*** 2.77*** 1.34*** 6.76***
High-Low -1.28 -1.53 -0.58 -1.87 -2.00 -1.51
High-High 0.32* -2.00 6.76*** 0.32* -2.00 6.76***

(b) Utility gain: ∆(annual%)
Forecast Period: 1995:01 to 2016:12

Rec. Index NBER Index

Method Tot. Exp. Rec. Tot. Exp. Rec.

Low-Low -1.08 2.01 -25.84 -1.08 2.01 -25.84
Low-High 3.61 1.53 19.37 5.00 2.01 28.13
High-Low -3.93 -2.25 -17.87 -5.29 -2.73 -25.84
High-High 0.76 -2.73 28.13 0.76 -2.73 28.13

Table 2. Market Return Predictions.
This table reports the out-of-sample gains under the four prior beliefs discussed in the main text and using the
real-time recessionary index (Rec. Index) as well as the ex post NBER recession index (NBER Index). I set the
threshold parameter α at 80%. Panel (a) reports the out-of-sample R2

OS , and panel (b) reports the annualized utility
gains. I also report the R2

OS and utility gains statistics computed separately during expansions (Exp.) and recessions
(Rec.) as indicated by the NBER index. To compute the p-values I simulated N = 5000 states from the posterior
distribution, computed the R2

os and checked how many of those N estimated R2
os (relative to N) were below zero. I

use 1926:7-1994:12 as the initial in-sample estimation period and recursively forecast returns until 2016:12.
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Out-of-Sample R2
OS(%)

Forecast Period

1970:01 to 2014:12 1975:01 to 2014:12 1995:01 to 2014:12

Method Tot. Exp. Rec. Tot. Exp. Rec. Tot. Exp. Rec.

(a) Using threshold parameter α = 80%

Low-High - Rec. Index - - - - - - 2.26*** 0.87** 5.83***
Low-High - NBER Index 1.78*** 0.53** 4.14*** 1.22*** 0.64** 2.76** 2.88*** 1.38*** 6.76***

(b) Using threshold parameter α = 0%

Low-High - Rec. Index - - - - - - 1.73*** 0.58** 4.69***
Low-High - NBER Index 1.49*** 0.51** 3.33*** 1.09*** 0.55** 2.53** 2.15*** 0.93*** 5.28***

(c) Forecast based on multiple economic variables
SII - - - - - - 1.87*** 0.20* 6.13***

Kitchen sink -6.84 -9.49 -1.85 -7.17 -9.50 -0.98 -6.95 -5.36 -11.03
SIC -5.30 -5.98 -4.03 -6.47 -2.98 -0.53 -4.92 -5.53 -3.34
POOL-AVG 0.65** 0.14 1.60*** 0.30 0.03 1.03** -0.35 -0.55 0.17
POOL-DMSFE 0.65** 0.06 1.77*** 0.23 -0.07 1.00* -0.28 -0.51 0.30
Diffusion index 0.40** -2.51 5.88*** -0.98 -2.81 3.88** -3.43 -6.12 3.47*
SOP 0.86** 0.02 2.46** 0.27 0.00 0.97 0.65* 0.33 1.49*

(d) Forecast based on individual economic variables
log(DP) -0.34 -2.21 3.18*** -1.01 -2.49 2.92** -2.81 -5.67 4.50**
log(DY) -0.70 -3.48 4.54*** -1.61 -3.84 4.29** -4.05 -7.95 5.96**
log(EP) -1.26 -1.50 -0.82 -0.99 -1.65 0.78 -1.73 -2.66 0.65
log(DE) -0.57 -0.36 -0.97 -0.34 -0.25 -0.58 -0.52 -0.35 -0.93
SVAR -0.46 -0.55 -0.30 -0.60 -0.60 -0.61 -0.40 0.02 -1.48
BM -2.87 -4.14 -0.47 -2.44 -4.52 3.07* -3.44 -6.90 5.42**
NTIS -1.40 0.32* -4.64 -1.29 0.27* -5.43 -3.35 0.32 -12.74
TBL -0.09 -1.19 1.97* -1.74 -1.28 -2.98 -0.05 0.50 -1.45
LTY -0.85 -2.03 1.37 -2.49 -1.95 -3.95 0.12 0.31 -0.37
LTR 0.32 -1.11 3.02** 0.12 -1.41 4.20** -0.43 -0.58 -0.07
TMS 0.21 -0.75 2.03** -0.43 -0.80 0.56 -0.66 -0.10 -2.11
DFY 0.29 0.11 0.64 0.01 -0.00 0.06 -1.00 -0.60 -2.02
DFR 0.08 0.38* -0.48 0.17 0.40 -0.44 0.00 0.19 -0.47
INFL 0.01 0.20 -0.34 -0.61 0.05 -2.36 -0.53 0.39* -2.89

Table 3. Market Return Predictions: Comparison with Common Alternative Predic-
tors
This table reports the out-of-sample R2

OS statistics under the prior belief that stock return predictability increases
during recessions (i.e., Low-High) using the real-time recessionary index (Rec. Index) as well as the ex post NBER
recession index (NBER Index). I also set the threshold parameter α at 80% (panel (a)) and 0% (panel (b)). Panel (c)
reports results for forecasts based on multiple economic variables as discussed in Rapach et al. (2013) and the short
interest rate predictor, SII, of Rapach et al. (2016). Panel (d) reports results for alternative predictors as presented
in Welch and Goyal (2008) and includes: log(DP) - Log dividend-price ratio; log(DY) - Log dividend yield; log(EP)
- Log earnings-price ratio; log(DE) -Log dividend-payout ratio; SVAR - Stock variance; BM- Book-to-market ratio;
NTIS - Net equity expansion ; TBL - Treasury bill rate; LTY - Long-term yield; LTR - Long-term return; TMS
- Term spread; DFY- Default yield spread; DFR - Default return spread; INFL - Inflation. I also report the R2

OS

separately during expansions (Exp.) and recessions (Rec.) as indicated by the NBER index. I consider three different
forecast evaluation periods, all of which use data starting in 1926:M7, and the last forecasting date ends in 2014:12.
To compute the p-values I used the Clark and West (2007) statistic to test the null hypothesis H0 : R2

os ≤ 0 against
the alternative H1 : R2

os > 0.
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Forecast Period: 1995:01 to 2014:12
Encompassing Test
Forecasting Weights Low-Low Low-High High-Low High-High

(a) Using threshold parameter α = 80%

Rec. Index 0.77** 0.42 1.00*** 0.86*
NBER Index 0.77** 0.28 1.00*** 0.86*

(b) Using threshold parameter α = 0%

Rec. Index 0.78** 0.54 1.00*** 0.89*
NBER Index 0.78** 0.43 1.00*** 0.89*

Table 4. Encompassing tests relative to SII
This table reports the estimated weights on a linear combination between my forecasting method under each one of
the four different prior beliefs discussed in the main text and the SII forecast of Rapach et al. (2016). I show results
for these four prior beliefs using the real-time recessionary index (Rec. Index) as well as the ex post NBER recession
index (NBER Index) and setting the threshold parameter α at 80% (panel (a)) and 0% (panel (b)). A value close to
zero considers only the forecast proposed in this paper. Statistical significance is based on Hansen and Timmermann
(2012) for testing the null hypothesis that SII does not contain useful information for forecasting the market return
beyond the information already contained in my forecasts under a specific prior beliefs. I use 1926:7-1994:12 as the
initial in-sample estimation and 1995:1-2014:12 to forecast the equity premium.
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Predictive System with SII as exogenous variable

(a) Out-of-Sample R2
OS(%)

Forecast Period: 1995:01 to 2014:12

Rec. Index NBER Index

Method Tot. Exp. Rec. Tot. Exp. Rec.

Low-Low 1.01** 1.81*** -0.99 1.01** 1.81*** -0.99
Low-High 3.54*** 1.33*** 9.22*** 4.42*** 1.81*** 11.11***
High-Low -0.64 -1.24 0.90 -1.51 -1.72 -0.99
High-High 1.88* -1.72 11.11*** 1.88* -1.72 11.11***

(b) Utility gain: ∆(annual%)
Forecast Period: 1995:01 to 2014:12

Rec. Index NBER Index

Method Tot. Exp. Rec. Tot. Exp. Rec.

Low-Low -0.15 2.87 -21.73 -0.15 2.87 -21.73
Low-High 5.52 2.35 27.30 8.07 2.87 45.67
High-Low -2.08 -1.62 -6.04 -4.59 -2.15 -21.73
High-High 3.64 -2.15 45.67 3.64 -2.15 45.67

Table 5. Market Return Predictions: Predictive System with SII as exogenous variable

This table reports the out-of-sample gains of the predictive system using the SII predictor of Rapach et al. (2016)
as exogenous variable. I show results for the prior belief that assumes stock return predictability increases during
recessions (i.e., Low-High), using the real-time recessionary index (Rec. Index) as well as the ex post NBER recession
index (NBER Index). I set the threshold parameter α at 80%. Panel (a) reports the out-of-sample R2

OS , while panel
(b) reports the annualized utility gains. I also report the R2

OS and utility gains statistics computed separately during
expansions (Exp.) and recessions (Rec.) as indicated by the NBER index. To compute the p-values I simulated
N = 5000 states from the posterior distribution, computed the R2

os, and checked how many of those N estimated
R2
os (relative to N) were below zero. I use 1926:7-1994:12 as the initial in-sample estimation period and recursively

forecast returns until 2014:12.
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Predictive System
Forecast Period: 1995:01 to 2014:12

Full Percentage of negative R2
OS(%) for

Sample different sizes (in months) of rolling window estimates of R2
OS(%)

R2
OS(%) 12 24 36 48 60 72 84 96 108 120

(a) Using threshold parameter α = 80%

Rec. Index 2.26 0.36 0.27 0.23 0.16 0.09 0.03 0.01 0.00 0.00 0.00
NBER Index 2.88 0.29 0.22 0.17 0.09 0.06 0.01 0.00 0.00 0.00 0.00

Including SII as exogenous predictor
Rec. Index 3.54 0.29 0.21 0.17 0.10 0.07 0.05 0.02 0.01 0.01 0.00
NBER Index 4.42 0.23 0.20 0.16 0.09 0.07 0.04 0.00 0.00 0.00 0.00

(b) Using threshold parameter α = 0%

Rec. Index 1.73 0.34 0.29 0.24 0.16 0.07 0.00 0.00 0.00 0.00 0.00
NBER Index 2.15 0.28 0.25 0.20 0.12 0.08 0.01 0.00 0.00 0.00 0.00

Including SII as exogenous predictor
Rec. Index 3.08 0.26 0.13 0.05 0.03 0.02 0.02 0.00 0.00 0.00 0.00
NBER Index 3.68 0.24 0.15 0.07 0.04 0.02 0.04 0.01 0.00 0.00 0.00

Table 6. Elusive Predictability
This table reports results of the rolling window estimates of the out-of-sample R2

OS statistics under the prior belief
that stock return predictability increases during recessions (i.e., Low-High) using the real-time recessionary index
(Rec. Index) as well as the ex post NBER recession index (NBER Index). I also set the threshold parameter α
at 80% (panel (a)) and 0% (panel (b)). For each panel I also report results for the forecast that only uses the
information contain in lagged returns, and for the extended forecast which also considers the information contained
in the SII predictor of Rapach et al. (2016). I consider different lengths of the rolling window estimates and report
the proportion of periods where the time series of rolling window R2

OS estimates was negative. The beginning of the
evaluation period always starts in 1995:1 plus the length of the selection window and ends in 2014:12.
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Common Alternative Predictors
Forecast Period: 1995:01 to 2014:12

Full Percentage of negative R2
OS(%) for

Sample different sizes (in months) of rolling window estimates of R2
OS(%)

R2
OS(%) 12 24 36 48 60 72 84 96 108 120

(a) Forecast based on multiple economic variables

SII 1.87 0.47 0.51 0.46 0.45 0.48 0.49 0.42 0.42 0.43 0.38

Kitchen sink -6.96 0.59 0.75 0.84 0.91 0.97 0.97 0.94 0.97 0.98 0.97
SIC -4.92 0.78 0.88 0.95 0.99 1.00 1.00 1.00 1.00 1.00 1.00
POOL-AVG -0.35 0.58 0.53 0.52 0.55 0.57 0.56 0.49 0.56 0.52 0.44
POOL-DMSFE -0.28 0.61 0.60 0.57 0.59 0.58 0.55 0.47 0.51 0.49 0.42
Diffusion index -3.43 0.70 0.68 0.63 0.56 0.52 0.61 0.65 0.68 0.70 0.65
SOP 0.65 0.49 0.47 0.46 0.41 0.36 0.23 0.22 0.17 0.13 0.07

(b) Forecast based on individual economic variables

log(DP) -2.81 0.70 0.66 0.61 0.53 0.46 0.40 0.51 0.59 0.65 0.61
log(DY) -4.05 0.73 0.68 0.63 0.54 0.46 0.45 0.51 0.61 0.70 0.62
log(EP) -1.73 0.61 0.58 0.62 0.60 0.59 0.54 0.46 0.45 0.55 0.57
log(DE) -0.52 0.67 0.72 0.81 0.89 0.94 0.99 0.99 0.99 1.00 0.99
SVAR -0.40 0.43 0.43 0.46 0.49 0.56 0.64 0.62 0.64 0.65 0.62
BM -3.44 0.71 0.69 0.62 0.52 0.44 0.38 0.51 0.60 0.67 0.62
NTIS -3.35 0.47 0.44 0.53 0.65 0.81 0.98 1.00 1.00 1.00 1.00
TBL -0.05 0.53 0.56 0.56 0.57 0.56 0.59 0.60 0.53 0.64 0.68
LTY 0.12 0.34 0.33 0.35 0.39 0.37 0.35 0.32 0.26 0.15 0.15
LTR -0.43 0.55 0.57 0.65 0.60 0.61 0.60 0.60 0.57 0.62 0.69
TMS -0.66 0.50 0.59 0.64 0.70 0.75 0.88 0.96 0.99 1.00 1.00
DFY -1.00 0.56 0.56 0.56 0.59 0.64 0.73 0.71 0.72 0.80 0.88
DFR 0.00 0.49 0.53 0.53 0.55 0.60 0.63 0.63 0.61 0.64 0.62
INFL -0.53 0.43 0.47 0.46 0.57 0.64 0.73 0.78 0.68 0.70 0.69

Table 7. Elusive Predictability
This table reports results of the rolling window estimates of the out-of-sample R2

OS statistics for various alternative
predictors. I consider different lengths of the rolling window estimates and report the proportion of periods where the
time series of rolling window R2

OS estimates was negative. Panel (a) reports results for forecasts based on multiple
economic variables, as discussed in Rapach et al. (2013), and on the short interest rate predictor, SII, of Rapach et al.
(2016). Panel (b) reports results for alternative predictors as presented in Welch and Goyal (2008) and includes:
log(DP) - Log dividend-price ratio; log(DY) - Log dividend yield; log(EP) - Log earnings-price ratio; log(DE) -Log
dividend-payout ratio; SVAR - Stock variance; BM- Book-to-market ratio; NTIS - Net equity expansion ; TBL -
Treasury bill rate; LTY - Long-term yield; LTR - Long-term return; TMS - Term spread; DFY- Default yield spread;
DFR - Default return spread; INFL - Inflation. The beginning of the evaluation period always starts in 1995:1 plus
the length of the selection window and ends in 2014:12.
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Utility gain: ∆(annual%)
Forecast Period

1970:01 to 2014:12 1975:01 to 2014:12 1995:01 to 2014:12

Method Tot. Exp. Rec. Tot. Exp. Rec. Tot. Exp. Rec.

Using threshold parameter α = 80%

PS - Rec. Index - - - - - - 3.86 1.58 19.37
PS - NBER Index 3.85 1.50 15.37 3.09 1.62 12.42 5.38 2.13 28.13

Using threshold parameter α = 0%

PS - Rec. Index - - - - - - 3.28 0.99 19.26
PS - NBER Index 3.24 1.06 13.92 2.55 1.10 11.81 4.27 1.35 24.70

Forecast based on multiple economic variables
SII - - - - - - 5.00 0.65 35.93

Kitchen sink 2.70 -1.34 22.67 1.53 -1.50 20.97 1.44 -3.98 40.37
SIC 1.52 -2.58 21.86 0.16 -2.79 19.05 1.04 -4.16 38.32
POOL-AVG 1.03 0.19 5.06 0.41 0.13 2.08 -0.34 -0.43 0.21
POOL-DMSFE 1.11 0.05 6.27 0.36 -0.03 2.80 -0.11 -0.46 2.34
Diffusion index 1.06 -2.13 16.69 -0.51 -2.33 11.01 -2.29 -4.77 14.48
SOP 2.22 0.07 12.75 1.25 0.15 8.24 2.40 0.71 14.44

Forecast based on individual economic variables
log(DP) 0.55 -1.97 12.79 -0.18 -2.20 12.56 -0.77 -4.88 28.27
log(DY) 1.03 -2.41 17.94 0.05 -2.62 17.14 -0.15 -5.27 36.38
log(EP) 0.54 -0.45 5.05 1.63 -0.46 14.86 3.41 -1.54 38.85
log(DE) -0.69 -0.34 -2.33 -0.32 -0.28 -0.51 -0.50 -0.47 -0.33
SVAR -0.41 -0.31 -0.90 -0.53 -0.34 -1.79 -0.66 -0.04 -4.86
BM -1.76 -2.57 1.78 -0.40 -2.89 15.48 0.32 -5.23 40.18
NTIS -0.74 0.54 -7.16 -0.30 0.55 -5.99 -0.39 1.27 -12.76
TBL 0.98 -0.12 6.30 -0.55 -0.15 -3.06 0.01 0.99 -7.16
LTY 0.82 -0.55 7.45 -0.60 -0.46 -1.47 0.02 0.43 -2.99
LTR 0.76 -0.42 6.25 0.59 -0.75 8.86 -0.47 -0.60 -0.05
TMS 1.22 0.14 6.40 0.20 0.08 0.82 -0.25 0.85 -8.34
DFY 0.09 0.04 0.07 -0.43 -0.06 -3.03 -1.55 -0.58 -9.38
DFR 0.68 0.36 2.26 0.87 0.39 3.96 1.16 0.03 9.29
INFL 0.52 0.14 2.38 -0.44 0.00 -3.13 -0.54 0.27 -6.18

Table D1. Monthly U.S.Equity Premium Out-of-Sample Forecasting Results
This table reports the annualized utility gains under the prior belief that stock return predictability increases during
recessions (i.e., Low-High), using the real-time recessionary index (Rec. Index) as well as the ex post NBER recession
index (NBER Index). I also set the threshold parameter α at 80% (panel (a)) and 0% (panel (b)). Panel (c) reports
results for forecasts based on multiple economic variables as discussed in Rapach et al. (2013), and on the short
interest rate predictor, SII, of Rapach et al. (2016). Panel (d) reports results for alternative predictors as presented
in Welch and Goyal (2008) and includes: log(DP) - Log dividend-price ratio; log(DY) - Log dividend yield; log(EP)
- Log earnings-price ratio; log(DE) -Log dividend-payout ratio; SVAR - Stock variance; BM- Book-to-market ratio;
NTIS - Net equity expansion ; TBL - Treasury bill rate; LTY - Long-term yield; LTR - Long-term return; TMS -
Term spread; DFY- Default yield spread; DFR - Default return spread; INFL - Inflation. I also report utility gains
computed separately during expansions (Exp.) and recessions (Rec.) as indicated by the NBER index. I consider
three different forecast evaluation periods, all of which use data starting in 1926:7, and the last forecasting date
ends in 2014:12. To compute the p-values I used the Clark and West (2007) statistic to test the null hypothesis
H0 : R2

os ≤ 0 against the alternative H1 : R2
os > 0.
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Encompassing Test
Rec. Index NBER Index

Method Low-Low Low-High High-Low High-High Low-Low Low-High High-Low High-High

(a) Forecast based on multiple economic variables
SII 0.77** 0.42 1.00*** 0.86* 0.77** 0.28 1.00*** 0.86*

Kitchen sink 0.29 0.00 0.36* 0.22 0.29 0.00 0.39** 0.22
SIC 0.21 0.00 0.26 0.01 0.21 0.00 0.31 0.01
POOL-AVG 0.00 0.00 0.78 0.19 0.00 0.00 1.00* 0.19
POOL-DMSFE 0.00 0.00 0.82 0.20 0.00 0.00 1.00* 0.20
Diffusion index 0.03 0.00 0.27 0.12 0.03 0.00 0.33 0.12
SOP 0.55 0.00 0.95** 0.52 0.55 0.00 1.00** 0.52

(b) Forecast based on individual economic variables
log(DP) 0.09 0.00 0.32 0.12 0.09 0.00 0.38 0.12
log(DY) 0.09 0.00 0.26 0.10 0.09 0.00 0.31 0.10
log(EP) 0.21 0.00 0.43 0.08 0.21 0.00 0.50 0.08
log(DE) 0.00 0.00 0.78 0.04 0.00 0.00 1.00 0.04
SVAR 0.00 0.00 0.83 0.12 0.00 0.00 1.00 0.12
BM 0.04 0.00 0.27 0.04 0.04 0.00 0.33 0.04
NTIS 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00
TBL 0.00 0.00 0.93 0.32 0.00 0.00 1.00** 0.32
LTY 0.00 0.00 1.00* 0.33 0.00 0.00 1.00** 0.33
LTR 0.06 0.00 0.67 0.27 0.06 0.00 0.85* 0.27
TMS 0.00 0.00 0.63 0.23 0.00 0.00 0.81 0.23
DFY 0.00 0.00 0.54 0.12 0.00 0.00 0.79 0.12
DFR 0.12 0.00 0.98 0.28 0.12 0.00 1.00** 0.28
INFL 0.00 0.00 0.78 0.12 0.00 0.00 1.00* 0.12

Table D2. Monthly U.S.Equity Premium Out-of-Sample Forecasting Results
This table reports the estimated weights on a linear combination between my forecasting method under each one
of the four different prior beliefs discussed in the main text and various alternative predictors. I show results for
these four prior beliefs using the real-time recessionary index (Rec. Index) as well as the ex post NBER recession
index (NBER Index) and setting the threshold parameter α at 80%. A value close to zero considers only the forecast
proposed in this paper. Statistical significance is based on Hansen and Timmermann (2012) for testing the null
hypothesis that SII does not contain useful information for forecasting the market return beyond the information
already contained in my forecasts under a specific prior beliefs. Panel (a) reports results for forecasts based on
multiple economic variables as discussed in Rapach et al. (2013), and on the short interest rate predictor, SII, of
Rapach et al. (2016). Panel (b) reports results for alternative predictors as presented in Welch and Goyal (2008)
and includes: log(DP) - Log dividend-price ratio; log(DY) - Log dividend yield; log(EP) - Log earnings-price ratio;
log(DE) -Log dividend-payout ratio; SVAR - Stock variance; BM- Book-to-market ratio; NTIS - Net equity expansion
; TBL - Treasury bill rate; LTY - Long-term yield; LTR - Long-term return; TMS - Term spread; DFY- Default
yield spread; DFR - Default return spread; INFL - Inflation. I also report utility gains computed separately during
expansions (Exp.) and recessions (Rec.) as indicated by the NBER index. I use 1926:7-1994:12 as the initial in-sample
estimation and 1995:1-2014:12 to forecast the equity premium.

69



Predictive System with SII as exogenous variable

(a) Out-of-Sample R2
OS(%)

Forecast Period: 1995:01 to 2014:12

Rec. Index NBER Index

Method Tot. Exp. Rec. Tot. Exp. Rec.

Low-Low 1.46*** 1.58*** 1.15 1.46*** 1.58*** 1.15
Low-High 3.08*** 1.21*** 7.85*** 3.68*** 1.58*** 9.07***
High-Low 0.42* -0.33 2.36* -0.18 -0.70 1.15
High-High 2.04** -0.70 9.07*** 2.04** -0.70 9.07***

(b) Utility gain: ∆(annual%)
Forecast Period: 1995:01 to 2014:12

Rec. Index NBER Index

Method Tot. Exp. Rec. Tot. Exp. Rec.

Low-Low 1.82 2.31 -1.95 1.82 2.31 -1.95
Low-High 5.82 1.92 33.20 7.48 2.31 44.46
High-Low 0.67 -0.45 8.20 -0.97 -0.85 -1.95
High-High 4.69 -0.85 44.46 4.69 -0.85 44.46

Table D3. Market Return Predictions: Predictive System with SII as exogenous vari-
able α = 0
This table reports the out-of-sample gains of the predictive system using the SII predictor of Rapach et al. (2016)
as exogenous variable. I show results for the prior belief that assumes stock return predictability increases during
recessions (i.e., Low-High) using the real-time recessionary index (Rec. Index) as well as the ex post NBER recession
index (NBER Index). I set the threshold parameter α at 0%. Panel (a) reports the out-of-sample R2

OS , while panel
(b) reports the annualized utility gains. I also report the R2

OS and utility gains statistics computed separately during
expansions (Exp.) and recessions (Rec.) as indicated by the NBER index. To compute the p-values I simulated
N = 5000 states from the posterior distribution, computed the R2

os, and checked how many of those N estimated
R2
os (relative to N) were below zero. I use 1926:07-1994:12 as the initial in-sample estimation period and recursively

forecast returns until 2014:12.
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